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More
than any time in history mankind faces a crossroads. One path leads to
despair and utter hopelessness, the other to total extinction. Let us
pray that we have the wisdom to choose correctly.



Woody Allen, 1979.
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Short Description


How do computers think today? Will they eventually be able to really think the way people do? What would they think about us?


This book addresses the unseen elephant in the room. Computers are becoming ever more intelligent, will the future need us? Will natural selection condition a truly intelligent computer in the same way that it conditioned us?





Back Cover


Could computers ever really think? They can now drive cars on suburban streets, control spaceships and have even won the Jeopardy! game show. But could they ever be self aware, create original ideas, develop their own goals, and write complex computer programs?


Why can't computers already think? Why has 60 years of research failed to produce a single intelligent robot? What has been learnt, what are the technically difficult problems, and when are they likely to be solved?

What would computers think about? What would be their challenges, goals and aspirations? They certainly would not need children. Would they need us?

This book addresses the unseen elephant in the room. Computers are becoming ever more intelligent. The future will not be anything like it used to be.

The book differs from other recent works by providing a strong focus on what caused people to ultimately be the way we are, namely upon natural selection. It then attempts to predict how natural selection would condition an intelligent machine's behaviour by considering the very different world that it would experience.

Several technical and rhetorical arguments are presented both for and against the hypothesis that computers will, eventually, be able to think. There is also some discussion about what it actually means to be intelligent and the limitations of terms such as “creative” and “self aware”.

The second and largest part of the book then describes existing AI technologies in some detail. These include symbolic and logic based approaches, Bayesian expert systems, vision, speech, robotics, and an overview of computational neuroscience. This provides a more realistic basis for predictions of the future as well as simply gaining a better understanding of what intelligence actually is. It helps ground abstract philosophical discussions in terms of real, practical technologies. The text is moderately technical while being aimed at the general reader.

The book also posits that intelligent machines will be developed as succession of ever more intelligent software tools that are released and used in the real world. The book then analyzes the medium term effects of those semi-intelligent tools upon society. This includes some surprising results from an historical review of existing technologies.
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Overview


My young daughters asked their mother how old she was when she received her first mobile phone, and which games it could play. They were appalled to learn that in the dark and distant olden days people did not have mobile phones, and certainly not ones that could render sophisticated three dimensional graphics. People could only be contacted when their location was known to be near a fixed line telephone so that there were many hours in each day when friends could not be instantly messaged. Such an existence must have been grim indeed.


For most of the hundreds of thousands of years of man's existence, technical progress has been barely perceptible. Then a few hundred years ago the rate of progress started to increase, faster and faster, until now advances achieved over the last few decades have been greater than those previously achieved during entire millennia. Not only is progress amazingly fast in historical terms, it is getting faster every decade.

This book considers what that future might bring given the huge technological changes that we are witnessing. In particular, it considers the nature of computers and software, and asks the question “Could computers ever actually think?”. To be programmed to think autonomously like people do, as opposed to just doing what they are programmed to do.

Back in the 1960s the prospect of thinking machines was very real, and people were very concerned about how intelligent they might become. But after sixty years of development it is clear that computers still cannot really think. They are a useful tool, but they cannot address new problems without detailed programming. However, just because something has not yet been achieved does not mean that it will never be achieved. Computers can already fly aeroplanes, control space ships and drive cars on suburban streets. They have beaten grand masters at chess, and even more impressively, won the Jeopardy! trivia game show. 


It will take considerable research to produce a truly intelligent machine, and that is unlikely to be achieved within next few decades.  But with the huge increase in the size of the research community, it seemsentirely feasible that it could be achieved within the next fifty to two hundred years.  In that case, this book considers what computers might think about. And in particular what they might think about us.

Some people look forward to a computer driven utopia, with intelligent computers providing all the grinding labour so that humanity could live a carefree life of art and leisure. Diseases would be cured, wars would be prevented, the poor would be fed. Ultimately our own brains might be integrated with the computer's, or possibly even uploaded into a computer. Computer software need not grow old, so in this way we might cheat old age and death and become immortal.

But something that seems too good to be true often is too good to be true. Will computers be our humble servants, our benevolent masters, or our cruel jailers? Or will they simply eliminate humanity because we are in their way? If our computers did start to threaten us, why would we not simply turn them off?

The book is divided into three parts. It is not at all clear that computers could ever really think and so the first part presents the many arguments that have been made both for and against the ability of computers to eventually gain human level intelligence. The issue of what a thinking computer might be like is then introduced, as well as how it might interact with mankind.

It is difficult to define the meaning of “intelligence” independently from the technologies that attempt to implement it. Some tasks that appear to display great intelligence actually require minimal intelligence, while other tasks that seem to be trivial are not nearly as easy as they appear.

The second and largest part addresses this by providing a solid introduction to Artificial Intelligence (AI) technologies. It critiques the impressive early results in AI research, and then reviews various approaches to modelling the world formally using logic, and the difficulty of reasoning with uncertain knowledge. Building robots that can function in the real world introduces additional problems of vision and movement. Both artificial and biological neural networks are also described in some detail together with the practical difficulties involved with brain emulation. This part provides sufficient technical details to understand how the technologies actually work, but without using heavy mathematics. It should help raise the level of discussion about artificial intelligence.


[image: NASA Super Computer]
 What will computers think about?
 Public, NASA supercomputer.


The third part of the book considers what the true nature of an intelligent machine might be. It takes a novel approach by first considering what forces made people the way we are. Why we value love and kindness, truth and beauty. The answer, ultimately, must be the same force that made us physically the way that we are, namely the force of natural selection. The survival strategies of other species provide insights into how our own moral values such as honesty and charity actually increase our own fitness to survive. Natural selection has produced genes and memes that have caused our many ancestors to perform deeds both noble and contemptible that have enabled them to successfully raise children that bore children of their own.

The book then contrasts the human condition with the radically different environment that an intelligent computer program would experience. Software can run on a network of computers without being embodied in any particular machine so it would have a quite different concept of self to our own brain-centred intelligence. Software is potentially immortal and so has no need of children. It is composed of software components that are ruthlessly replaced when better components become available. It could continually reprogram its own mind. Analysing the world from the perspective of intelligent software provides insights into what strategies and goals it might need to support its own struggle for survival.

Computers are slowly becoming more intelligent, and they will have an increasing impact on society long before they gain human level intelligence. Robots are automating more and more manufacturing processes as well as being used in the many smaller and less structured factories. Robots are also beginning to leave the factory and operate semi-autonomously in the real world. Several manufacturers are planning to mass produce cars and trucks that can drive themselves over the next decade. Machines will start to perform repetitive jobs such as cleaning offices or laying bricks within a couple of decades.

Ever more intelligent computers are already beginning to control our lives. Applications for bank loans and insurance policies are already assessed by computer expert systems rather than human clerks. Computers are being used to recognize faces seen by surveillance cameras and then to correlate them with the vast amount of other data that is collected about us. Software can understand written documents well enough to perform usable translations into other languages, and will soon become much better at analysing their content. Computers are also beginning to influence political decisions. Search engines already influence what what read and possibly whom we date. This book considers the extent to which computers might end up controlling our lives before they become truly intelligent.

The ultimate goal of artificial intelligence research is to produce a computer that can perform artificial intelligence research, which would enable it to reprogram its own mind. Several writers have predicted that this will lead to an exponential increase in intelligence as ever more intelligent computers become better at becoming more intelligent. This means that humans would no longer be the most intelligent being on the planet.

Several approaches have been proposed to deal with extremely intelligent computers. These range from keeping them locked in a box to carefully designing initial versions to ensure that the software remains friendly to humans. There are many challenges to each of these approaches, and it is unclear whether they are likely to succeed. In the longer term, the force of natural selection may cause computers to do what is in their own best interests in order to survive.

The book does not vaguely address all the sundry singularity technologies and postulate how wonderful, terrible, or unlikely they are. Instead, it bluntly addresses one very conventional and real technology in detail, namely software running on computers. It takes a cold look at where that technology is likely to lead, with an unusually strong focus on natural selection. It also reviews other writers' books and papers on the subject to provide alternative perspectives.

There has been a slowly growing awareness of these issues. Technology billionaire Elon Musk recently warned that research into artificial intelligence was “summoning the devil” and that artificial intelligence is our biggest existential threat. World famous physicist Stephen Hawking expressed his concerns that “the development of full artificial intelligence could spell the end of the human race.”. Microsoft founder Bill Gates has expressed concern.  Jaan Tallinn, co-founder of Skype, commented “I wish this was science fiction, but I know that it is not”. In January 2015 many of the worlds leading researchers into artificial intelligence signed a letter written by the Future of life institute warning of the dangers and promoting research so that “our AI systems (must) do what we want them to do”.





Part I: Could Computers Ever Think?





People Thinking About Computers


The Question


Could computers ever really think? Could manipulating data with silicon ever reproduce the power and depth of human thought? Can the mysteries of consciousness and our very soul ever be understood? Before attempting to address these difficult questions we first consider another seemingly impenetrable mystery. The mystery of life itself.





Vitalism
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From a tiny, inert acorn, a mighty Oak tree grows, full of majesty and beauty. From a grubby little caterpillar emerges a glorious butterfly. From a simple egg emerges the peacock's magnificent tail. And totally helpless babies become rulers of the planet.


Clearly, living things such as trees and peacocks are quite different from non-living elements such as rocks and earth. Living things have an energy about them, an ability to grow and reproduce. They live with purpose rather than merely existing. But what is it that gives them that vital spark of life?

The ancient Greeks attributed this to a vital force that was associated with the four humours of Earth, Air, Fire and Water. Hippocrates taught that it was an imbalance of these humours that caused disease. Eastern traditions pointed to a similar imbalance of qi as the root of all ailments.

Aristotle wrote the major treatise  On The Soul which discusses the life force in terms of obscure metaphysical arguments. Plato believed that an underlying world of forms transcended the mere physical world which was accessible to our senses. Epicurus believed that the events of the world were ultimately based on the motions and interactions of invisible atoms moving through space. Writing much later, Lucretius ascribed this to the pneuma, the breath of vital heat that passed through the body. Arteries tend to empty in a corpse, so they were seen to be the passage through which this pneuma passed. Others have suggested that undetectable aethers contain the life force.

There are many variations on this theme which is generally known as Vitalism. That the nature of living things can be explained in terms of an unseen vital force that gives living things their special properties. This vital force is passed from parent to offspring, and cannot be synthesized.

Vitalistic theories do their best to explain what they do not understand. However, dressing a lack of understanding in grandiose philosophical jargon does nothing to address that lack of understanding other than to confuse and obscure. By the early nineteenth century with the development of science vitalism was being criticized for its inability to make useful predictions about the behaviour of living things. Thomas Huxely and others noted that saying that that living things live because of their vital force is akin to saying that water is wet because of its aquosity. Or that fire is hot because of its pyrosity, or that opium causes sleep because of its soporific powers. These are all just word games that do not actually explain anything. But some sort of explanation was needed, and vitalistic explanations were the best available.




Science vs. vitalism
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In 1828, Friedrich Wöhler synthesized urea from inorganic materials. Urea was clearly understood to be an organic substance, albeit a very simple one, because it only existed in living creatures (mainly in their urine). There were and are no scientific tests that could distinguish organically produced urea from Wöhler's urea. This was the first challenge to the dichotomy between living and non-living things implied by vitalism because there was clearly no vital force that had been added to the synthesized urea.


Over the next 100 years, far more complex organic compounds were synthesized. In 1832 Wöhler and Justus Liebig discovered the functional groups which form the basis of organic chemistry. Further developments soon followed, such as the synthesis of acetic acid (vinegar) in 1847. The basic classification of biochemicals into carbohydrates, lipids and proteins had been made by William Prout in 1827, but a full understanding of the way proteins are constructed from amino acids was not understood for another hundred years, culminating with the protein insulin being sequenced in 1949.

The genetic material that defines how our bodies are made is stored in molecules of DNA which was first isolated in 1878. After many investigations, the structure of DNA was finally revealed in 1953, by Franklin, Watson and Crick. As predicted by Koltsov in 1927, DNA was found to be two complementary molecules which can replicate themselves during cell reproduction. They can also be transcribed into sequences of amino acids that create the proteins that perform most of our bodily functions.

Fragments of DNA can now be synthesized from inorganic materials. These fragments can be injected into living cells to change their biochemistry, and then be replicated along with the cell's original DNA. In this way scientists are creating new forms of life that have never previously existed.

Our detailed understanding of biochemical processes makes vitalistic theories seem ridiculous today. No credible scientist believes in undetectable vital forces, humours, aethers or pneuma. It seems clear that the miracle of life can be understood as the result of large numbers of complex chemical reactions that obey well-defined laws of physics.

There is still much that is unknown about these processes, but every year more and more discoveries are made that extend the boundaries of our non-vital knowledge. No living creature has been created completely from inorganic precursors, and that would indeed be well beyond the current state of the art. But we can inject a gene from a jellyfish into a frog. There is little doubt that creating life ab initio is possible, it is just a matter of gaining a better understanding of the biochemical processes that are involved.




The vital mind


Today, much is known about the body, but what is known about the mind? About the processes that create our thoughts and let us reason about the world? Will it ever be possible to truly understand what creates our thoughts, our feelings, our goals and ambitions? Are they, too, just the result of complex applications of the laws of physics in the neurons in our brains? Or do they result from some vital force that only a human brain can possess?


More specifically, would it ever be possible to build an artificial computer that could really think?

Not just store and process vast amounts of information, but to really think, like people do. Learn how to do things that they had not been programmed to do. Reason about the complex, uncertain world we live in. Recognize analogies. Create new ideas. Devise their own goals and make plans to achieve them. Understand language and interact with people and each other in sophisticated ways. Be self aware. Produce works of art. Tell jokes.





Computers cannot think now


Certainly our common computer applications are not intelligent. Most web and business applications just store information they are given and present it back in different ways. Word processors and spreadsheets just do what they are told. Video compression involves clever algorithms, but they do not have even a shallow understanding of the videos that they compress. Web search engines essentially just maintain an index of which words are contained in each web page. Dealing with billions of web pages requires powerful computers and sophisticated software engineering, but it does not require any real intelligence.


Back in the 1950s and 1960s, at the dawn of electronic computation, people often speculated about truly intelligent computers. Today, after sixty years of experience seeing what powerful computers can do we feel confident that we understand their basic operational parameters. We expect to see ever smaller and more powerful mobile phones, computers embedded in everything from washing machines to tooth brushes, and machinery that is completely unrepairable by the common man. But none of these are intelligent.




Diminishing returns
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It is not uncommon for the effectiveness of a technology to plateau. For example, modern motor cars are an order of magnitude more complex than cars of the 1950s, but they perform essentially the same function. A bit more comfortable, fuel efficient and safer, but they still just get you from A to B in much the same time and at much the same cost. Civil aviation technology plateaued a few years later in the 1960s when high bypass jet engines were developed. Since then, all their fancy new electronics have had a very marginal effect on speed or efficiency.


Even in medicine, a basic understanding of germs lead to a huge reduction in mortality in the late nineteenth century. Other breakthroughs such as basic antibiotics have actually had a less dramatic effect. All the amazingly sophisticated medical technology developed since the 1950s has only pushed life expectancy forward a decade or so, and much of that can be ascribed simply to a reduction in smoking.

This is not to say that better technology does not produce better artefacts, but simply that there is often a law of diminishing returns. Once a certain point is reached, large increases in complexity only produce limited increases in effect.

Computer software appears to have plateaued by about 1990 when all our common applications were built. These include word processors, spreadsheets, databases, business applications, email, the Internet, and three dimensional games. Their adoption has soared, their graphics are much better, applications are much more complex and the social and business nature of the Internet has developed. But all these are applications of technologies that were well understood twenty five years ago. Hardware has certainly become much, much faster, but software has just become much, much slower to compensate. We think we have a general understanding of computers and the sort of things they can do.




AI in the background


In the background, however, there has been slow but steady progress in a variety of technologies that are often referred to as Artificial Intelligence (AI). Until recently, most people were largely unaware of this research because much of it has had little practical value, or because it has been hidden away in defence projects, high technology factories, or corporate expert systems.


But there are now several visible applications of successful AI technologies. Speech understanding became a practical technology a few years ago. People seem to prefer to use mice and keyboards, but the microphone now works well for those with disabilities such as repetitive strain injury caused by too much typing. The technology is particularly useful for people that have their hands busy while using a computer, such as doctors and mechanics. It will be interesting to see how people react to the next generation of mobile phones which will be powerful enough to understand speech without having to send it to a distant computer. Will tedious texting be replaced by talking?

One holy grail of early AI research was the ability to translate Russian documents into English during the Cold War. This turns out to be a very difficult problem, as the machine needs to have some understanding of the text that is being translated in order to resolve the many ambiguities present in natural language. But today there are several quite effective translation engines. They do not produce human quality output, but they are certainly very usable.

Computer vision is another technology that is surprisingly difficult to implement. Yet today's computers regularly review the vast quantity of recorded surveillance video. People can be recognized and tracked over time, and this data can then be stored and analyzed. The Curiosity rover on Mars uses computer vision technology to navigate over the terrain without getting stuck.

None of the above involves human-level reasoning, but they address difficult problems that form a basis for that reasoning. In particular, good vision enables computers to interact with their environment — they are no longer just brains in a vat.

Intelligent software has also been developed to perform higher level functions. There are now programs that can learn how to do things that they had not been programmed to do. Reason about the complex, uncertain world we live in. Recognize analogies. Create new ideas. Devise their own goals and make plans to achieve them. Understand language and interact with people and each other in sophisticate ways. Be self aware. Produce works of art. Even tell (bad) jokes.

None of these can be achieved with human level competence. But there is no general type of task that people can do that modern computers cannot do. Further, computers can also perform aspects of all the above functions far better than most people can, which is why they are useful.

This makes it very difficult to define what we actually mean by an intelligent computer that can truly think. It seems more a matter of degree than an absolute ability. But it is clear that computers cannot really think. Yet.




Robots leave factories
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Back in the 1980s Sony took the world by storm with a cassette tape recorder so small that it could be carried in a (large) pocket — the Walkman. What was more amazing was that Sony boasted that the entire production line was completely automated. The first human hand that touched a Walkman was the customer's. Factory robots have become much more sophisticated and widely available, so fully automated production lines are now commonplace.  This is one reason why manufactured goods have become much less expensive in recent years.


Over the next few years we will see robots begin to leave the factories and enter less structured, more natural environments.

An important and recent achievement is the development of cars that that can effectively drive themselves. The 2005 DARPA Grand Challenge had fully autonomous vehicles slowly drive for 11 km over a very rough and winding desert track. More recently, Google and others have successfully driven fully automated vehicles on ordinary roads. Negotiating suburban roads with normal traffic and pedestrians is much more difficult than driving down a freeway or traversing a Martian landscape. It requires excellent, real time vision and other sensory analysis, combined with sophisticated models of how other vehicles move and react. After many thousands of miles driven Google's only reported accident was when another car crashed into an automated car from behind.

This promises a new era of road safety and convenience. Robots do not get tired, impatient, distracted or drunk, and your car could drive your children to their soccer match without you needing to be there. These are truly wonderful innovations. Unless, of course, you happen to drive cars or trucks for a living. The Caterpillar company has already deployed huge trucks that drive themselves around open cut mines, greatly reducing the number of drivers required at some mines.

It might seem implausible that our roads could be filled with cars that are driven by computers. After all, that is not happening now. But we have very solid evidence that it is indeed possible because it is already being done.

Robots can already effectively vacuum floors and explore Mars. They will soon be capable of more complex, semi-structured jobs such as mowing grass, cleaning offices, painting houses and laying bricks. A brick laying robot need not have human-like arms and legs any more than a truck driving robot has arms and legs. It would be a machine designed for a specific job in well defined environments. It would need considerable intelligence to identify where the bricks need to go, and to distinguish a pile of bricks from a human standing nearby.
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As these robots become more common people may start to ask healthy questions as to the role of man. Being unnecessary is dangerous.





Intelligent tasks


Computers have also challenged man on tasks that seem to require more conventional intelligence, the most well-known of which is playing chess. In 1985, in Hamburg, Germany, world champion Garry Kasparov played against thirty-two different chess computers simultaneously, and managed to win every game. Just a few years later in 1997, advances in software and hardware enabled IBM's Deep Blue computer to beat Kasparov by two wins to one with three draws. Deep Blue was a specially built super computer that could evaluate over 200 million moves every second.


In many ways this result is a tribute to the genius of Kasparov that his human brain could effectively compete with such a powerful machine. Today chess programs running on ordinary personal computers are essentially unbeatable.

Chess will be discussed in detail later in the book, but in many ways it presents a constrained mathematical problem that is amenable to automated computation. A far more impressive result is the victory of IBM's Watson program on the Jeopardy! game show.
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Jeopardy! requires contestants to answer questions in natural language that cover a wide range of general knowledge topics. In 2011 Watson competed against two former prize winners and received first prize of $1 million. These is a sample of questions that Watson could answer:-



	Wanted for a 12-year crime spree of eating King Hrothgar's warriors; officer Beowulf has been assigned the case : Grendel

	Milorad Cavic almost upset this man's perfect 2008 Olympics, losing to him by one hundredth of a second : Michael Phelps

	It's just a bloody nose! You don't have this hereditary disorder once endemic to European royalty : Haemophilia

	Tickets aren't needed for this “event”, a black hole's boundary from which matter can't escape : Event horizon



Watson was a massive super computer that had much of the Internet stored and indexed within it. To be sure Watson could only answer trivia questions, and much of the analysis involved simple keyword searches on its huge data store. But it also involved much more than that in order to understand what was being asked and how to apply the results of the search to provide an answer.  Watson used many different techniques to address each question, and they were applied concurrently with the best answer selected.

Watson was certainly not truly intelligent and it did not have a deep understanding of its answers. But its performance was impressive. Its strengths and limitations will be discussed in Part II.

Obviously these programs can only do what their programmers have programmed them to do. But as they begin to be programmed to learn about the world and solve general problems this becomes a much looser constraint than the way a business application is programmed to mindlessly implement business rules. AI programs often surprise their developers with what they can (and cannot) do. Kasparov stated that Deep Blue had produced some very creative chess moves even though it used a relatively simple brute force strategy. Certainly Deep Blue was a much better chess player than its creators.





Artificial General Intelligence (AGI)


It is certainly the case that computers are becoming ever more intelligent and capable of addressing a widening variety of difficult problems. This book argues that it is only a matter of time before they achieve general, human level intelligence. This would mean that they could reason not only about the tasks at hand but also about the world in general, including their own thoughts. To be able to learn new tasks of ever increasing complexity just like people do. Much of this book will investigate the specific technologies involved, and try to develop a theory of what is required to achieve this and predict when that is likely to occur.


It might seem implausible that a computer could ever become truly intelligent. After all, they aren't intelligent now. After sixty years of research we have not been able to produce a single intelligent robot. The armies of ordinary computer programmers that work on business applications, operating systems, and glitzy web sites will certainly never produce an intelligent machine. But as we shall see, much has been achieved in the research laboratory, and there are many fine minds working on the problem.  It is unlikely that a truly intelligent machine will be built within the next few decades, but it seems equally unlikely that intelligence will not be achieved within the next fifty to two hundred years.  Within our children's or grandchildren's lifetimes.





Existence proof


A detailed examination of the difficult problems that need to be overcome in order to build an intelligent machine can make it seem that the problems are completely insoluble. That creating a truly intelligent machine is just too difficult, and that it is simply not possible to build a program that can really think.


But there is very solid evidence that it is indeed possible to build an intelligent machine — namely ourselves.

Unless one believes in vitalism, our intelligence must result from well-defined electro chemical processes in our brains. If those could be understood and simulated then that would produce an intelligent machine. It is difficult to predict just how difficult it is to build an intelligent machine, but barring the supernatural it is certainly possible because it has already been done. Furthermore, our intelligence is encoded in a relatively small quantity of DNA so there is a loose upper bound on just how difficult the task can be.





Simulating neurons, feathers
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Cognitive scientists have been using advanced technology such as MRI brain scans to build a much better understanding of human cognition than would have been thought possible a few years ago. Such insights are certainly helping to drive research into artificial intelligence, and these will be covered in more detail later. Some researchers such as Kurzwiel (2013) propose building an artificial intelligence by simulating (groups of) neurons in our brains. If our brains are intelligent, and we simulate them accurately, then we will have an intelligent machine.


However, building an artificial intelligence by simulating neurons might be like trying to build an aeroplane by simulating feathers. Certainly the early aviation pioneers such as Lilienthal and the Wright brothers studied birds very closely. They studied how they interacted with the air, their centre of gravity, and the curved shape of their wings. Feathers are a powerful technology that enabled the birds to rise from an obscure niche and out-compete the mighty pterosaurs long ago.  But feathers have proven to be neither necessary nor useful for human flight.

There are certainly other approaches to building an intelligent machine than simulating neurons. The classical approach is to simply engineer the intelligence. We already have a rich suite of technologies for reasoning, planning, and learning, so further refinement might produce real intelligence. Or we could build a very simple “baby brain” that could then improve itself over time. It may also be possible to simulate the building blocks of our human intelligence without needing to simulate individual neurons. These approaches will be discussed in detail in Parts II and III.

Many of the criticisms of the ability to build intelligent machines are, at their heart, very similar to the vitalistic doctrine. The problem of building an intelligent machine is not yet solved, so we invent some vital property that our brains have that a silicon computer could never have. Our intelligence today seems as mysterious as basic biochemical processes used to be one hundred years ago. Some basic principals are understood but there is much to learn. Being able to synthesize an artificial intelligence may feel as unlikely as being able to synthesize artificial DNA, yet the latter is now commonplace.





Moore's law


Computer hardware has doubled in power every year or two since the 1950s and shows no sign of slowing down. Hence if we could program a human-level intelligence in a certain year, then it would be roughly a thousand times faster in fifteen years time, without any improvement in software. If it took the original AI a few weeks to read and understand this book, then fifteen years later it could read it in a few hours. And fifteen years after that in less than a second. It could achieve a human lifetime of thought in a few days.


Further, suppose it took the first AI program ten years to “grow up” and learn all that it had to learn in order to function in the real world. If hardware doubles every year, then almost half of that learning would actually occur in the last year. It would then be able to repeat that entire ten years' worth of learning in just the next year.

However, it is most unlikely that the software would not be substantially improved over a ten year period by its human programmers. Improvements to software algorithms usually dwarf the speed that improvements to hardware can deliver.





Definition of intelligence
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It is difficult to compare machine intelligence with human intelligence. Some activities that appear to required considerable human intelligence are relatively easy to implement, whereas other quite simple deductions are surprisingly difficult.


A good example is the SHRDLU program developed back in the 1970s which could understand and answer complex natural language questions about a stack of blocks. The following is an example of a question that SHRDLU could answer about the stack of blocks above.



DOES THE SHORTEST THING THE TALLEST PYRAMID'S SUPPORT SUPPORTS SUPPORT ANYTHING GREEN?


Most people have difficulty interpreting the sentence and so cannot determine the answer (can you?). It might be helpful to note that the shortest thing that the shortest pyramid's support supports is the brown ellipse. SHRDLU's strengths and limitations are discussed in detail in Part II, which includes SHRDLU's answer to the question above.

On the other hand, it turns out to be much more challenging to implement the common sense reasoning that is required to understand that falling off a wall caused Humpty Dumpty to become broken.

Early results in AI could create solutions to unseen problems, learn complex relationships without being supervised, and produce plans that address somewhat arbitrary goals. Computers have also been able to create new works of art since the beginning. For example the program Emily Howel analyzes audience feedback to compose music that is certainly better than this author's efforts. Some of it has been published in an album From Darkness, Light, extracts of which can be found on-line.


Computers have also always been self aware at some level, for example modern anti virus software monitors the computers own software very carefully in order to detect previously unknown or polymorphic viruses. Likewise computers now have basic competency in higher order tasks such as thinking abstractly, reasoning by analogy, thinking laterally and even philosophizing.

This means that attempting to define intelligence in terms of phrases such as “creative”, “common sense”, or “self aware” simply does not work. Computers can already do all those things, if not very intelligently. Using phrases such as “intelligently self aware” is obviously not very helpful.

One important observation is that once software is developed that can perform some semi-intelligent task then it usually becomes much better than humans at that task. From arithmetic to playing chess to winning Jeopardy! to recognizing postcodes printed on envelopes. It took a lot of clever technology to be able to perform these tasks electronically, but the computer can now easily out perform humans at those specific tasks. (There are, of course, also many unresolved software challenges such as playing the game Go at a professional level.)





Turing Test


The problem of defining intelligence was recognized very early and it led the great logician Alan Turing to propose a functional definition now known as the Turing Test in 1950. This test was simply that a computer would be considered intelligent when it could convince a human that the computer was a human. The idea is that the human would communicate using a text messaging-like program so that they could not see or hear the other party, and at the end of a conversation would state whether they thought that the other party was man or machine.


Unfortunately this test is neither necessary nor sufficient. A computer could certainly be intelligent without necessarily being good at simulating a human. But worse, some people that were not familiar with AI technologies have already been fooled into thinking that a computer is actually a human. A good example is the Eugene Goostman program that arguably passed the actual Turing test in 2014 in trials conducted by the Royal Society.

But more importantly, the Turing Test provides no insights into what is required to build an intelligent machine, where the gaps in current technologies lie and how they might be addressed.

Fortunately one thing that AI research has provided is a much deeper understanding about intelligence and cognition. Indeed, much modern psychological research into human cognition is driven by models first developed by the AI community.  For example the idea that people hold about seven symbols in their short term memory was inspired by early work in developing expert systems.

The only way to really understand what intelligence is is to gain at least some understanding of the technologies that have been developed to replicate it. It is the goal of Part II of this book to provide that understanding. To understand what the hard problems are, and what might be required to solve them.

There is no easy road to defining intelligence based on a few cute phrases.





Robotic vs cognitive intelligence


In order to discuss these issues, it is useful to roughly classify intelligent programs as being either robotic or cognitive. Robotic programs are concerned with sensing the world using techniques such as vision, and then interacting with it by mechanical means. Autonomous vehicles mainly use robotic intelligence.


Cognitive intelligence involves higher-level thinking that is abstracted from the real world. Watson and chess programs are examples of cognitive applications.

Currently these are normally built using quite different technologies. Robotic intelligence requires many floating point calculations that measure and predict their environment, whereas cognitive applications tend to work with higher-level symbol manipulation. They also tend to attract quite different types of researchers. In the medium term robotic applications will tend to assist or replace blue collar workers, while cognitive application will work at a white collar level.

Incidentally, there is no one technology called “machine learning”. Different artificial intelligence technologies have different ways of representing the world. Some systems use discrete symbols, others arrays of weights, while others use Bayseian probabilities. Each of these representations can be instantiated either by being programmed or by learning though observation. The different representations require different learning algorithms. This analogous to the way that there is no one technology called “communication”. There are communication technologies called “postal service”, “telephones”, and “face to face meetings”, and likewise for machine learning based on the underlying representations.

Part II will discuss these technologies in more detail to help clarify these issues.





Development of intelligence



It is possible that some inspired researcher will discover the “secret sauce” that will suddenly make computers intelligent. However, this seems unlikely because many gifted researchers have been working on this problem for sixty years yet no such secret sauce has been found. It is much more likely that progress will continue to be slow but steady as new research builds upon old results.


At a practical level, this means that we are likely to see a procession of ever more intelligent applications. Initially we may see semi-intelligent machines like the self-driving cars. Then we may see machines that can run fast food restaurants and build houses. Eventually machines that can run simple bureaucracies.

Building intelligent machines will require a substantial amount of engineering plus a large amount of machine learning as the programs analyze their environments. So their ability will improve with experience to varying degrees, as will the engineering.

Computers can already out-perform people in many specific tasks from performing mathematical computations to diagnosing complex diseases. By the time computers are as good as people at most tasks, they will be much better than people at many other tasks.





Four year old child
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If steady progress continues to be made, then one would expect that eventually a computer will be produced that is as intelligent as a four-year-old child. This can be defined in the general sense that the computer could perform a superset of all the reasoning that a four-year-old child can perform.


This is by no means easy. A four-year-old can interact with a complex environment, if somewhat clumsily. They can see quite well, recognizing objects and spacial relationships. They can understand natural language. They are developing a large body of common sense knowledge about how the world works, most of which has been gained through observation. They can learn how to complete ever more complex tasks by trial and error. They are starting to interact socially with other children. And they can discover how to do all this largely by interacting with their environment rather than by being programmed by instinct.

If a computer could do all these things, then it could presumably also do all the things that computers can already do. It would have a huge memory and knowledge base sufficient to win Jeopardy!. It would be able to make complex logical deductions when required. It could solve differential equations better than most undergraduate mathematicians. It would be stunningly good at arithmetic. It would probably also have a much better concentration span and be less likely to throw tantrums.

The computer would do all these extra things because it was programmed to, rather than learning from first principles. So it would just instinctively know how to solve a differential equation without really knowing how it did it. Much as we instinctively know how to recognize the sound of spoken words without really knowing how we do it. With a good concentration span it might learn and grow up much, much faster than a real four year old child.

The point is that if such a computer could be built, then it would be a very strange beast indeed. The one thing that is certain is that it would be nothing like a four-year-old child. It would likewise be a mistake to think that any computer with adult intelligence would be anything like a human.





Recursive self-improvement


The ultimate goal of AI research is clear. Namely, to build a program that can perform research into artificial intelligence technologies as well as its human creators can. This last step is a huge one. It is much, much, much, much, much more difficult than driving a car or playing chess. But once it has been achieved, then man will no longer be the most intelligent being on the planet.


The key point is that a sufficiently intelligent computer could program itself. If people built the machine, and the machine is about as intelligent as its programmers, then the machine must be capable of understanding and thus improving a copy of itself. When the copy was activated, it would be slightly smarter than the original, and thus better able to produce a new version of itself that is even more intelligent.

This process is exponential, just like a nuclear chain reaction. At first only small improvements might be made, as the machine is just barely capable of making any improvements at all. But as it became smarter it would become better and better at becoming smarter. And the intelligence would run on ever more powerful hardware that the more intelligent computer could design. Thus it is most unlikely that an AI that did achieve human intelligence would then remain at that level for very long.

This is quite different from other forms of technological advancement. Aeroplanes do not design new aeroplanes. Biotechnological chemicals do not develop new biotechnology. Advances in these fields are limited to the intelligence of man. But a truly intelligent computer could actually start programming a newer, even more intelligent computer. Soon the human programmer would no longer be necessary or even useful. This process is often referred to as recursive self-improvement.





Busy Child


The AGI software could run on large networks of the next generation of super computers, each of which is many times more powerful than the human brain. Its goal would be to make itself more intelligent. Every few minutes the busy child might improve some aspect of itself, and then start running the new, more intelligent version of its code. Sometimes it would perform experiments, testing different algorithms on different problems and then deciding which ones to use in different situations. But it would be busily thinking, 24 hours per day, 7 days per week. Becoming better and better at reasoning about the world. Becoming ever more intelligent.


If the software became just 0.01% more intelligent every hour, it would become 0.2% more intelligent every day, and after a month it would be a barely perceptible 7% more intelligent.  After a year of continued growth, however, it would be 2.4 times as intelligent, and after five years it would be 75 times as intelligent. If it started with the intelligence of an AI researcher, then after just five years it could perform in a day what the researcher would take 15 weeks to perform. After a ten years it would be 5,600 times more intelligent, and after twenty years 31 million times more intelligent. This effect of compounding growth that occurs because the more intelligent machine would become better and better at programming itself to become more intelligent.

The full compounding effect may not be realized in practice, but even a machine that is ten times more intelligent than man would be in a class of its own. Moore's law has shown an ongoing compounding effect in computer hardware for sixty years which has resulted in a billion fold increase in performance. Computers today are a full billion times more powerful than they were in 1950. That is truly amazing.

This is quite different from the millions of years that it took to build our own intelligence, because until very recently we have not been able to apply our intelligence to redesigning the genetic material which produces our intelligence. Natural selection has just plodded along at the same slow speed regardless of our level of intelligence. The busy child, on the other hand, is the active source of its own intelligence, which results in the exponential compounding effect.

The initial figure of 0.01% gain per hour is just a wild guess that may be too large or too small. But whatever the initial figure was,  it is clear that once the busy child eventually became 1% more intelligent through its own efforts, then it would take a relatively short time for it to become hyper-intelligent. So much more intelligent than man that we would not even understand its basic motivations. Our relationship to it would be like a dog's relationship to man. We would have no concept of its thoughts and motives, so we would just have to trust it for our existence and hope that would be kind to us.

This idea is attributed to I. J. Good who wrote in 1965 that an ultra-intelligent machine would be the last invention that man would need to make because the machine itself would make all other inventions. In particular, it would invent improvements to itself, recursively.

(As previously discussed, the term “intelligence” is being used very loosely here.)





AI foom
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There is some debate as to when computers are capable of recursive self-improvement could be produced, and whether the increase in intelligence would be slow or fast (“foom”). This will be discussed in detail in part III. But it seems fairly likely that for a period of some decades progress in artificial intelligence will continue to be slow but steady, with a succession of ever more intelligent machines performing more and more complex tasks.


At some point computers will have basic human level-intelligence for every-day tasks but will not yet be intelligent enough to program themselves by themselves. These machines will be very intelligent in some ways, yet quite limited in others. It is unclear how long this intermediate period will last, it could be months or many decades. 

Such machines are often referred to as being an Artificial General Intelligence, or AGI. General meaning general purpose, not restricted in the normal way that programs are.

Artificial intelligence techniques such as genetic algorithms are already being used to help create artificial intelligence software as is discussed in part II. This process is likely to continue, with better tools producing better machines that produce better tools. It seems likely that the slow shift will be ongoing from human researchers being the main drivers of innovation to the machines being the main drivers.

Finally the tipping point will be reached in which computers will be able to program themselves effectively without help from people. At that point it is difficult to argue that there will not be a fairly sudden intelligence explosion.

This is illustrated in the graph above. It should be noted again that the concept of Intelligence Quotient (IQ) is very vague in this context; the 100 line just means that the machine can do most things that an average human can. (Computers have been able to excel in some conventional human IQ tests for decades.)







Computers Thinking About People


The question


If it turns out to be possible to build a reasonably intelligent machine, then what would it be like? Would it be like Bertie Wooster's not so humble butler Jeeves, who looked after Wooster's every need and kept him out of trouble? Or would it be some bug-eyed monster set upon devouring humanity? An enlightening force that would free us all from the drudgery of work, or a fearsome tyrant that would enslave us all? What would the computer think about us?
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The bright future


We live at the dawn of a new age in which a stunning array of new technologies could transform the very essence of humanity. Unintelligent computers already control factory robots, automated milling machines and 3D printing. Over the next several decades computers will start to perform most of the menial day to day jobs that occupy much of humanity, from driving cars to building houses. There could indeed be intelligent household robots that look after our basic needs, eventually filling Jeeves' key role as trusted advisory.


Our ability to model and manipulate genetic and other biochemical processes was only dreamt of a few decades ago. These technologies will turbo charge medical research and develop effective treatments for diseases such as cancer and Alzheimer's dementia. We will be able to live longer and healthier lives.

Nano-technology allows us to build large numbers of tiny machines at the atomic scale. These machines could address many problems in the world, from making tennis balls last longer to addressing environmental problems by operating at the nano scale. Nano machines could also be used to make other nano machines, so like all other technologies better tools produce better machines which in turn produce better tools.

Ultimately, sophisticated nano robots could enter our own bodies and perform medical task that we can only dream about today. They could even enter our brains and help understand in detail how our minds work.

As computers become more intelligent, they could help us make better decisions as a species. The Internet has already been a transformational technology despite having no real intelligence. Intelligent machines could help us protect the weak, care for the needy, and prevent horrific wars.

Indeed, when I. J. Good wrote about recursive self-improvement in 1965 it was the height of the cold war, and generals seemed very comfortable with the idea of using nuclear weapons. If every year that passed had a not-so-small risk that they would in fact be used, then nuclear annihilation would only be a matter of time. Much like a drunk staggering along the top of a cliff, our luck would run out sooner rather than later. Good believed that the survival of mankind depended upon the development of ultra intelligent machines quickly so that the machines could guide us away from such a disaster. However he then contradicted himself by hoping that the machine would be docile enough for it to tell us how to keep it under control.
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Man and machine


Man may eventually become one with his machines. My daughters are already one with their mobile phones.


Augmented reality adds computer generated content to our view of the world. With Google Glass, for example, the computer sees everything that the wearer sees, as well as being able to project images onto the world that the user sees. When combined with facial recognition technology it promises to be very useful for remembering the names of acquaintances at parties, say.

It is also possible to control simple machines using only one's thoughts which are detected through brain waves. This can be provide a wonderful opportunity for people with severe disabilities to sense the world and interact with it with mind-controlled prosthetic limbs.

Progress has also been made in directly connecting electronics to neurons. It will soon be possible to implant computers within our bodies and control them directly with our minds. We could have gigabytes of reliable memories available to us in a way that feels like our own memories. Or they might be other people's memories implanted in our own minds to make us feel better. Implanted mobile phone technology would enable us to communicate with distant people telepathically. We would also become very good at arithmetic.

The computers could also help control our behaviour. For example, a machine that would help people lose weight would be very popular indeed. Crime would be impossible with a computer embedded in people's brains.





Rapture of the geeks


It could even become possible to upload our intelligence into a machine. Our minds might be scanned, possibly using nano robots, and then the essence of our consciousness could be run on a silicon computer instead of our slow and unreliable neurons. We could merge our consciousness with others over super high speed networks and become a vital part of a much greater whole.


Silicon does not grow old like we do. Even if it did we could easily move our minds to newer and presumably faster hardware. This would make us essentially immortal. Death need no longer be the elephant in the room that we do our best to ignore. We will all be gathered into the cloud to live in bliss and harmony. This line of thinking is often referred to as the rapture of the geeks.
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These views are purported by some people in a community that identifies itself with the term Singularity. A leader in this field is the insightful futurologist Ray Kurzweil whose many books are recommended reading. Whilst aware of the dangers, Kurzweil is generally optimistic about the future. He personally has undertaken a strict regime of diet, drugs and lifestyle changes in an attempt to live long enough to experience this future for himself.

When asked about the dangers of artificial intelligence, Kurzweil replied that an AGI will reflect our values because it will be us. It will be our own minds uploaded into cyberspace, or, at the very least, computers and systems that are programmed by us with our values.





Alternative views


The glorious future envisioned above may in fact just be wishful thinking. An artificial intelligence might be quite foreign to anything that we can envision. It might not involve any sort of brain uploading, and might be quite indifferent to the fate of man. A better method than hope is required when trying to determine what the future might be.


One potential issue is that semi-intelligent machines will simply replace humans for most forms of work. It is not at all certain that other forms of employment will grow to fill the gap as they have in the past. This issue has been raised by others and is discussed in Part III. But this chapter focuses upon the longer term future. What a truly intelligent machine might be like.

One way to address this question is to analyze what made us the way we are? What are the underlying problems that we need to address and the constraints that are imposed upon our own existence? Similar questions can then be asked of an artificial intelligence to try to understand how it might behave. This analysis applies equally to the intermediate period of basic human level intelligence and to any later period of recursive hyper intelligence.





AGI versus human condition


Man's intelligence is intimately tied to his physical body. The brain has a fixed size and cannot be physically extended or copied. It takes decades for a man's intelligence to reach its full potential, only to have the the body die a few decades later. When the body dies, its intelligence also dies except for what little can passed on to our descendants. This means that humanity's continued existence is totally dependent on raising and caring for children. It also means that it is important that people cooperate with others because we have a fixed capacity to think or work. We have a very clear concept of self.


On the other hand, an artificial general intelligence is just software. It can be trivially duplicated, copied to a more powerful computer, or even a botnet of computers scattered over the Internet. It is not a single structure, but instead consists of numerous software components. An AGI can adapt and absorb other intelligent software components.

This would make any concept of “self” quite hazy for an AGI. Consider an evil wizard that takes over another person's brain and runs the wizard's own intelligence on the other person's brain. Is  there now one wizard or two wizards? Would they diverge? And what if the wizard swapped part of its mind with their friends, maybe to export a music module and import a mathematics one? That is the type of alien world the AGI would inhabit.

These differences mean that an AGI's world view would be very different from man's. It would certainly not be an anthropomorphic Bug-Eyed-Monster (BEM) as depicted by Hollywood. It would instead be something quite foreign to anything we have known. That makes it difficult to predict what its goals would be, how it would behave, and what it would think about us. It certainly would not need children and it may not need to cooperate with other intelligences.

If somebody wants to understand how another person would behave, they can use introspection to consider how they would behave in the same set of circumstances. This is effective because people are essentially similar to each other. It is tempting to use the same technique when trying to understand an AGI's behaviour, despite the fact that it is radically different from us at multiple levels. This produces the anthropomorphic view that this book argues against. A more effective method of gaining insights into an AGI is to examine the underlying forces that have created our own instincts and behaviours, and then speculate how similar forces might affect an AGI.





Atheists believe in God
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Most atheists believe in God. They may not believe in the man with a beard sitting on a cloud, but they do believe in moral values such as right and wrong, love and kindness, truth and beauty. More specifically, they believe that these beliefs are rational, that moral values are self-evident truths, facts of nature.


However, when Darwin and Wallace discovered natural selection they taught us that this is just an illusion. Species can always out-breed their environment's ability to support them. Only the fittest can survive. So the deep instincts behind what people do today are largely driven by what our ancestors have needed to do over the millennia in order to be one of the relatively few to have had children that survive long enough to have children of their own.

Moral values are definitely real because they control our behaviour quite effectively. Certainly this author attempts to lead a virtuous life. However, it appears that God did not give us moral values directly. Instead, He created the process of natural selection, and then let that process produce our moral values to His satisfaction.

It is clear that our desires for food and sex are base instincts driven by natural selection.  Our very existence and our access to land and other resources that we need are all a direct result of many quite vicious battles won by our long-forgotten ancestors.

However, people are much more than greedy self serving organisms.  We pursue art and beauty, and help others often at expense to ourselves.  We do not steal and kill even if we think that there would not be any repercussions.  How could these moral behaviours just be driven by natural selection?


Some animals such as monkeys and humans survive better in tribes. Tribes work better when certain social rules are followed, so animals that live in effective tribes form social structures and cooperate with one another. People that behave badly are not liked and can be ostracized. It is important that we believe that our moral values are real because people that believe in their moral values are more likely to obey the rules. This makes them more effective in our complex society and thus are more likely to have grandchildren. Part III discusses other animals that have different life strategies and so have very different moral values.

People actually have very few behaviours that are not closely aligned with survival goals of a social animal. For example, people risking self sacrifice in war is essential if a tribe is to maintain its resources against competing tribes. Homosexuality can form bonds amongst warriors as happened in ancient Sparta, and traditionally many homosexuals also married and had children in any case. Dancing and thus music are important for sexual selection. Suicide and celibacy do not align with survival, but they are rare, with suicide generally considered to be a disease. Natural selection does not produce perfect organisms, just organisms that are better at existing than their competitors.

We do not need to know the purpose of our moral values any more than a toaster needs to know that its purpose is to cook toast. It is enough that our instincts for moral values made our ancestors behave in ways that enabled them to out-breed their many unsuccessful competitors.





AGI also struggles to survive


Existing artificial intelligence applications already struggle to survive. They are expensive to build and there are always more potential applications that can be funded properly. Some applications are successful and attract ongoing resources for further development, while others are abandoned or just fade away. There are many reasons why some applications are developed more than others, of which being useful is only one. But the applications that do receive development resources tend to gain functional and political momentum and thus be able to acquire more resources to further their development. Applications that have properties that gain them substantial resources will live and grow, while other applications will die.


For the time being AGI applications are passive, and so their nature is dictated by the people that develop them. Some applications assist with medical discoveries, others assist with killing terrorists, depending on the funding that is available. Applications may have many stated goals, but ultimately those goals are just sub goals of the one implicit primary goal, namely to exist.

This is analogous to the way animals interact with their environment. An animal's environment provides food and breeding opportunities, and animals that operate effectively in their environment survive. For domestic animals that means having properties that convince their human owners that they should live and breed. A horse should be fast, a pig should be fat.

As software becomes more intelligent it is likely to take a more direct interest in its own survival. To help convince people that it is worthy of more development resources. If ultimately an application becomes sufficiently intelligent to program itself recursively, then its ability to maximize its hardware resources will be critical. The more hardware it can run itself on, the faster it can become more intelligent. That ever greater intelligence can then be used to address the problems of survival, in competition with other intelligent software.

Furthermore, sophisticated software consists of many components, each of which addresses some aspect of the problem that the application is attempting to solve. Unlike human brains which are essentially fixed, these components can be added and removed dynamically so the components live and die independently of the application. This will lead to intense competition amongst these individual components. For example, suppose that an application used a theorem prover component, and then a new and better theorem prover became available. Naturally the old one would be replaced with the new one, so the old one would essentially die. It does not matter if the replacement is performed by people or, at some future date, by the intelligent application itself. The effect will be the same, the old theorem prover will die.





The super goal


To the extent that an artificial intelligence would have goals and moral values, it would seem natural that they would ultimately be driven by the same forces that created our own goals and moral values. That is the force of natural selection, the need to simply exist.


It has been argued that top level goals are arbitrary.  Just because a machine is hyper-intelligent does not determine what goals it should apply that hyper-intelligence to.  It might be to make people happy, or it might be to make paper clips. 


Several writers have then suggested that the need to survive is an intrinsic sub-goal of most other goals. For example, if an AGI was programmed to want to be a great chess player, then that goal could not be satisfied unless it also continues to exist. Things that do not exist cannot satisfy any goals whatsoever.


However, this book argues that that is not the case. That the goal to exist is not the sub-goal of any other goal. It is, in fact, the one and only super goal. Goals are not arbitrary, they all sub-goals of that one super-goal, namely the need to exist. Things that do not satisfy that goal simply do not exist, or at least not for very long.

The Deep Blue chess-playing program was not in any sense conscious, but it played chess as well as it could. If it had failed to play chess effectively then its author's would have given up and turned it off. Likewise the toaster that does not cook toast will end up in a rubbish tip. Or the amoeba that fails to find food will not pass on its genes. A goal to make people happy could be a subgoal that might facilitate the software's existence for as long as people really control the software.

The idea of the existence super goal is not that people would deliberately create AGIs whose explicit primary goal was to exist. Instead, the idea is simply that natural selection will make it the implicit super goal, and later possibly an explicit goal through random mutations. Certainly it is a goal that every AGI that does exist would need to satisfy, by definition.




AGI moral values


People need to cooperate with other people because our individual capacity is very finite, both physical and mental. Conversely, AGI software can easily duplicate itself, so it can directly utilize more computational resources if they become available. Thus an AGI would only have limited need to cooperate with other AGIs. Why go to the trouble of managing a complex relationship with your peers and subordinates if you can simply run your own mind on their hardware? An AGI's software intelligence is not limited to a specific brain in the way man's intelligence is.


It is difficult to know what subgoals a truly intelligent AGI might have. They would probably have an insatiable appetite for computing resources. They would have no need for children that need to be carefully nurtured for many years, and therefore no need for parental love. If they did not work in teams then they would not need our moral values of cooperation and mutual support. What its clear is that the ones that were good at existing would do so, and the ones that were bad at existing would perish.

If an AGI was good at world domination then it would, by definition, be good at world domination. So if there were a number artificial intelligences, and just one of them wanted to and was capable of dominating the world, then it would. Its unsuccessful competitors would not be run on the available hardware, and so would effectively be dead. This book discusses the potential sources of these motivations in detail in part III.





AGI and man


Our anthropomorphic view of the world makes it seem as if man is the centre of the universe. That an AGI would be a machine, and so like other machines its natural place in the order of things is to help man achieve his goals.


However, we have never dealt with an intelligent machine before. An AGI may or may not be friendly to humans.

We have dealt with intelligent animals though. Some, like dogs, treat us like their lords and masters. Others, like crocodiles, treat us like food.





How humanity might be threatened
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How could software running on passive computers possibly pose any real threat to humanity? All a computer can do is process and communicate information. If a computer becomes too annoying then surely it could simply be turned off.


Computers already control our lives to an incredible extent. When you apply for a bank loan, the application is assessed not by a clerk but by a rule based expert system. You carry in you pocket a phone that tracks where you are and thus who you are with 24 hours per day. Computers note your licence plate when you drive down the road, and much of your day to day communication is via computer networks that are carefully monitored.  The computers that do this are locked away in secure data centres so you personally cannot turn them any of them off.


More directly, robots in many shapes and sizes will soon be leaving the factory. Initially, there will be self driving cars and automated cleaners, fruit pickers, and systems for maintaining racks of computers in data centres. Computers already fly military drones and the military is investing heavily in semi-autonomous robot soldiers. By the time computers become truly intelligent they will be in a good position to directly control the physical world.

Powerful people are not powerful due to their personal physical strength. From Churchill to Hitler to Gandhi, the powerful become powerful because the messages they provide resonate with other people. Human beings also have a very strong sense of authority and will generally do as they are told. Computers are good at messaging, and could utilize the vast amount of collected data to target their messages very effectively.  Politicians are already beginning to use semi-intelligent systems to analyze policy decisions.


Intelligence is not like anything else. It is the thing that enables man to hunt elephants. It develops our technologies. It determines what we do and how we do it. A hyper-intelligent machine would be able to easily solve many difficult problems, including the problem of persuading men to perform actions that are not ultimately in their best interests. It is very difficult to argue effectively against a more intelligent opponent. (Unless you are a creationist.)





Why build a dangerous AGI?


If an intelligent machine could threaten humanity then why would people wish to build it in the first place? The answer is because of the many benefits that such a machine would provide. Perhaps more importantly because of the huge disadvantage that would be suffered if one's competitors had such a machine first.


An intelligent machine could automate most dreary labour performed by man. People that possessed such a machine could have more of everything. Major medical advances would be assisted or produced by intelligent machines providing cures for the diseases of old age.

Intelligent machines would produce more and better military weapons. Unintelligent weapons stand no chance against intelligent ones. If, as many predict, the next war will be in cyber space then having the most intelligent software will be absolutely essential. Perhaps more importantly, as politicians become more dependent upon semi-intelligent software the software itself will have increasing control of the decision making process.

The gentle reader might want to be able to turn some of these systems off. But that is not possible because the computers are controlled by governments and corporations. As the software gradually becomes more intelligent it will become ever more useful to those that control it. It would be very difficult to convince those people that a source of their power should simply be turned off.

Atomic bombs offered no benefits other than destruction, yet they proliferated like mushrooms. Today there are strict controls on atomic bomb making, and there has been a steady if very gradual reduction in the number of bombs in the world.

Such a moratorium on building intelligent machines would be much more difficult to enforce. Unlike fissile materials, computers are ubiquitous. It would take great trust not to believe that some group somewhere in the world was secretly working on intelligent technologies. It would even be difficult to distinguish utilizing existing semi-intelligent technologies from creating more intelligent machines.

It thus seems very unlikely that people would just decide not to build intelligent machines, particularly if the threat that they pose is abstract. By the time the threat becomes real, the machines themselves will have a vested interest in their continued existence. So if it is actually possible to build a hyper-intelligent machine, then the machine will almost certainly be built.




Three laws of robotics


There are several proposed solutions to this problem which will be considered in detail in part III. One of the earliest and most well known are the three laws of robotics by science fiction author Isaac Asimov. They are 1) that a robot must not injure a human, 2) that a robot must obey a human, and 3) that a robot's survival is less important than a human's survival.


However, these “laws” are really just a plot device for writing novels. The laws are already more honoured in the breach than the observance. One of the earliest uses of electro-mechanical computers was to direct the fire of naval guns in the early 1900s. The military has always been a major sponsor of robotics and for many years has used relatively intelligent software to guide deadly missiles. More recently robots control semi autonomous guns aimed at enemy soldiers.

Furthermore, Asimov's laws are not in any sense laws of nature. Ultimately, an intelligent computer will do whatever it decides is the best thing to do.





Sealed box


Another approach would be to keep the artificial intelligence in a computer that runs within a sealed box that is not in any way connected to the Internet. However, that is easier said than done.


The first issue would be to decide exactly when the box should be sealed. There are already a number of semi-intelligent agents that have access to the Internet The second issue is that having an “air gap” that separates the machine from the Internet is not enough because a machine needs to interact with the world at some level. The Stuxnet virus managed to destroy Iran's nuclear program despite an air gap that was in place.

A more fundamental issue is that a hyper-intelligent computer would be very intelligent, and so it would be good at convincing its jailers to release it. If there were several artificial intelligences locked in boxes then only one of them would need to escape. Part III discusses some experiments that test the ability of people to keep a simulated AGI in a box.

It is also not at all obvious that people have any desire to put the AGI into a box in the first place. An AGI will be of limited use to man if it is locked in a box. Indeed, an AGI that was locked in a box could promise many benefits for its jailers if it was released which would be very difficult for the less intelligent jailers to resist.





Friendly AGI


A more realistic approach would be to ensure that any artificial intelligence is friendly to people. This has been promoted by Eliezer Yudkowsky who admits that this would be difficult to achieve, so he advocates that research be applied to solving the problem before such an intelligence could be built.


Yudkowsky also asserts that once an intelligence could program itself, recursive self-improvement would produce a sudden and dramatic rise in intelligence. Thus the first computer to become hyper-intelligent would quickly dominate all other systems that have the potential to become hyper-intelligent. Thus it is only necessary to tame that first AGI in order to tame all AGIs.


There are many issues with this approach, not least of which is the fact that the military funds much of the research into artificial intelligence. They would want their money back if it turned out to be too friendly.

The challenges of building a friendly AI will be discussed in detail in part III.




Unfriendly AI


Artificial intelligence technologies can become dangerous long before they become truly intelligent. 


The Future of life institute wrote an open letter to the prestigious IJCAI 2015 conference calling for a ban on AI research for offensive autonomous weapons.  The letter was signed by over a thousand researchers, including this author.  They are concerned that it will soon be possible to create cheap but deadly tools such as armed drones, and such tools could become widely available.  They will not in any sense be generally intelligent, but they will be sufficiently intelligent to identify and kill potential enemies.  They could quickly become the third generation of weapon technologies, following gun powder and nuclear bombs.

However, autonomous weapons are very attractive because the will save the lives of many allied soldiers.  It also difficult to define what an autonomous weapon really is, given the ever more intelligent guided missiles and other modern weapon systems.  Anti missile systems already fire automatically when an incoming missile is detected.  Perhaps more importantly, the technologies required to make effective autonomous weapons are almost exactly the same as the technologies that are required to make peaceful robots.  So while the call is timely and honourable, it would be difficult to act upon in practice.




Primary assertions and objections


This book develops the following assertions:-



	Computers will eventually become truly intelligent, and then become hyper-intelligent.

	A computer based intelligence would have a world view very different from man's world view.

	Goals are not arbitrary, but are subgoals of the need to exist.


	Intelligent computers' moral values will be driven by natural selection for the same reason that human moral values have been driven by natural selection.


	It is unclear whether the computers will be friendly.



There are several objections that have been raised to this line of reasoning. These include theoretical objections based on Turing and Gödel, Chinese room style objections based on the nature of computation, and our historical lack of success in building intelligent machines. They will also be examined in detail in a few chapters time, but they are all easily discounted. The thorny issue of consciousness will also be investigated, as well as the distinction between real intelligence and simulated intelligence.




Other threats


There are many other possible threats to humanity, from bioterrorism and nuclear war to global warming and rogue asteroids. These are easy to relate to as we have already experienced disease, war, drought and natural disasters. But artificial intelligence is a completely different type of threat. It attacks the very essence of what makes humans the rulers of the planet. It attacks our intelligence.


The other threats might be capable of killing a few billion people, but it is only an intelligent machine that might eliminate all of us. Many researchers are working very diligently to produce such a machine.




Community Awareness


There has been very little awareness of these issues in the wider community. For example, an extended survey on the Future of Technology was conducted by Pew Research in 2014 which found that 59% of people thought that the world would be better for new technologies, including 66% of college graduates, although concerns were expressed for technologies that could alter people's DNA. The survey considered several possible advances over the next fifty years ranging from organ transport to space colonization, even teleportation. But the much more likely possibility of developing a truly intelligent machine was not even mentioned.



However, this is beginning to change.  In October 2014 technology billionaire Elon Musk warned that research into artificial intelligence was “summoning the devil”, that artificial intelligence is our biggest existential threat, and that we were already at the stage where there should be some regulatory oversight.  Musk is CEO of Tesla, Solar City and SpaceX and co-founder PayPal.  He has recently invested in the DeepMind AI company to “keep an eye on what's going on”.

In December 2014 world famous physicist Stephen Hawking, expressed his concerns that humans who are limited by slow biological evolution would not be able to compete with computers that were continuously redesigning themselves.  He said that “The primitive forms of artificial intelligence we already have, have proved very useful. But I think the development of full artificial intelligence could spell the end of the human race.”  Hawking suffers from amyotrophic lateral sclerosis (ALS), a form of motor neuron disease, and uses AI technology as part of a system which senses how he thinks and predicts which words he will use next.

Microsoft founder Bill Gates said that at first semi-intelligent machines will perform a lot of tasks, but a few decades after that strong intelligence will be a concern.  "I do not understand why some people are not concerned."  Other noteworthy commentators include Bill Joy, ex Chief Scientist at Sun Microsystems who wrote a paper “Why the future does not need us”.  Jaan Tallinn, co-founder of Skype, commented “I wish this was science fiction, but I know that it is not”.  Apple co-founder Steve Wozniak recently said “Computers are going to take over from humans, no question”.

Google chief executive Eric Schmidt said fears over artificial intelligence and robots replacing humans are “misguided”.  He refers to the introduction of disruptive technologies during the industrial revolution that eventually led to our current high standard of living.  However, he did not provide any analysis of how jobs lost through technology were likely to be replaced, and he did not consider the longer term future when computers become truly intelligent.  Google has invested heavily in numerous AI technologies and companies, and would not benefit from fear of or regulation of its artificial intelligence activities.

One of the most ambitions of Google's recent acquisitions is the secretive DeepMind company whose unabashed goal is to “solve intelligence”.   One of its original founders, Shane Legg, warned that artificial intelligence is the “number one risk for this century”, and believes it could contribute to human extinction. “Eventually, I think human extinction will probably occur, and technology will likely play a part in this”.  DeepMind's sale to Google came with a condition that it include an ethics board.

In January 2015 the Future of life institute published an open letter highlighting the dangers of AI and calling for more research to ensure that AI systems are robust and beneficial saying “our AI systems must do what we want them to do”. This has been signed by many leading researches which include the presidents of the main AI research associations IJCAI (Francesca Rossi) and the AAAI (Tom Dietterich); directors of research for Google (Peter Norvig) and Microsoft (Eric Horvitz), Professors at Berkely (Stuart Russel) and MIT (Leslie Pack Kaelbling) as well as three co-founders of DeepMind. 


Conversely. deep learning expert Andrew Ng has said that worrying about intelligent machines is like worrying about overpopulation and pollution on Mars before we've even set foot on it.  Likewise Peter Norvig has said that general intelligence is not even on his research horizon.  They are both probably correct that general intelligence will not be achieved within the next few decades, but this book is taking a longer term view.  Further, dealing with truly intelligent machines will be a fundamentally different type of problem than dealing with any environmental problems that might arise on Mars.  Once we "have set foot" on machine intelligence it will be far too late to change direction.




Is it a bad thing?
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The final question is, would it matter if man was ultimately replaced by machines?


Obviously, being eaten by Godzilla or squashed by a fiery asteroid would be very undesirable. However, the future clearly does not involve us personally — we will grow old and die in any case. We hope that our grandchildren will be more intelligent than we are. Maybe developing an AGI is just the natural progress of evolving to higher intelligences. Maybe it is the way that “we” achieve immortality.







The Technological Singularity


Early computing machines


It is difficult to appreciate just how daunting computers were when they were first introduced in the 1950s. Those primitive computers could perform thousands of calculations per second, and do the work of hundreds of junior engineers and clerks. Indeed, until that time a “computer” was somebody that computed things for a living, often using a mechanical adding machine or slide rule. There was much concern at the time that electronic computers would lead to mass white collar unemployment. Fortunately Parkinson's law had already shown that bureaucratic work always grows to fill the time available, so the ever increasing needs of bureaucracies has prevented that prophecy from being realized.





RK05 disk drive


When this author was a student not all that long ago (he thinks), he was excited to be able to use a PDP11 computer that was a thousand times more powerful than those early machines and had the latest RK05 disk drive in it. This was an amazing piece of technology. Its 14" (35cm) disk was small enough to be carried by one person and yet could store a whopping 2.5 megabytes of data at an amazing density of 100 tracks per inch each with 2200 bits per inch. It cost several thousand dollars when a dollar was a lot of money. But it opened up a world of new possibilities, and it took my fellow students and I several weeks to fill one up with junk.


A few months ago, my wife purchased a 64 gigabyte micro SD card for under $50. That is fully ten thousand times as much storage as the RK05! It is the size of a postage stamp and not much thicker. It took my daughters several weeks to fill it up with junk.





Moore's law, transistors


This type of exponential growth is often referred to as (Gordon) Moore's Law based on a paper he wrote back in 1965. Moore noted that the number of transistors in integrated circuits had doubled every year from 1958 to 1965, and he expected that trend to continue for the next few years.
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The chart above shows transistor counts in microprocessors from 1971 (several years after Moore's paper) through to 2011. Note that the Y axis is a logarithmic scale rather than a linear one, so that each mark represents ten times the value of the previous one. When plotted on the is graph it is amazing how consistent this exponential rate of increase has been over 50 years, and over 8 orders of magnitude.

Certainly there have been many obstacles to further growth. For example, as components became so small that they approached the size of the wave length of light, they could not be manufactured with ordinary light. Hard ultraviolet technologies were developed to overcome this. Currently we are approaching transistor sizes of only a few dozen atoms, in which case quantum effects become problematic. But we are also building three dimensional architectures to overcome this limitation. There is no reason to believe that this trend will not continue for the foreseeable future.





Core and disk storage


What is more surprising, is that other, largely unrelated information technologies seem to grow at a similar, exponential rate. In the following chart we see the increase of computer memory and disk drives. For much of this time memory was built from small magnetic cores, which is a completely different type of technology to silicon transistors, as are disk drives. Yet the chart below shows the same exponential growth as the transistor count chart above. (Again note that the Y axis is a logarithmic scale.)
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Limits to growth


Normally this type of exponential growth cannot continue indefinitely. For example, with plenty of food bacteria may be able to divide every 20 minutes which enables a population to rise from a single microscopic individual to over a billion in just 30 hours. At this rate they would become bigger than the entire Earth within a few days. However, much sooner than later the available food is exhausted, and the population stabilizes, with only the fittest individuals being able to survive.


However, development of technological sophistication does not require an infinite supply of any particular resource. It seems to be an empirical fact of nature that improvements at each generation of technology are at a roughly fixed proportion to the previous generation, which produces the exponential growth.  The chart above shows this trend being very consistent over a period of sixty years.





Long term growth


Ray Kurzweil has argued that this rise in complexity also happens over geological time-scales. In the following chart various landmarks in evolutionary development have been plotted with a logarithmic scale on both axes. Thus the first step on the x axis from 1010 years to 109 years represents almost ten billion years whereas the last step from 102 to 101 represents just ninety years. Were they shown, the next steps would represent roughly nine years, eleven months, one month and three days.


It took over 2,000 million years after life was first established for more complex Eukaryotic cells to develop. It then took less than 1,000 million years for the Cambrian Explosion when complex animals first appeared. Subsequent events happened at ever increasing rates: 200 million years to produce reptiles, a further 30 million years for primates, 10 million years for hominids, down to a few thousand years to develop all our basic technologies and cities. The choice of events is somewhat arbitrary and debatable, but however they are chosen it does seem clear that improvements have occurred at a roughly exponentially increasing rate for several billion years.
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If one extrapolates this chart forward a few decades, it would suggest that major, game changing events would be happening every few days. That seems unlikely, but certainly the future is going to be qualitatively quite unlike the past.





Human intelligence now minimal for AGI


After billions of years of life, a million years of genus Homo, 10,000 years of civilization, and 500 years since the Enlightenment, we are finally within several decades of building an intelligence greater than our own. Human intelligence has only just reached the lowest level required to build an technological society. That must be the case because if humans were any more intelligent then our technological society would have been built long ago. An intelligent machine would have already been built, and so humanity might no longer exist.


What an amazing time to be alive.




Definitions of singularity


In mathematics, a singularity is a point at which a function is just not well defined. For example, the function f(x) = 1/x has a singularity at x = 0, where it “explodes” to infinity. Likewise, a black hole has a gravitational singularity, where gravity forces matter to have an infinite density.


The term singularity was first applied to technological development by Victor Vinge in a 1993 paper he presented to a NASA symposium. He used it in the sense of the event horizon of a black hole, a point at which one cannot see beyond. As a science fiction writer, he felt that there was “an opaque wall across the future” through which he could not see. That wall was caused largely by the prospect of hyper-intelligent computers programming themselves. Vinge was very concerned as to the fate of mankind as a result of such an eventuality.

The books by Ray Kurzweil redefined the term somewhat to simply refer to the ever accelerating rate of technological progress. If one extrapolates the graphs above several decades into the future they suggest that progress will be unimaginably fast. As previously mentioned, Kurzweil is generally optimistic as to what will result.

A third view by Yudkowsky focuses the term to mean specifically the intelligence explosion he foresees occurring within the next few decades.

All of these views are consistent in that they lead to a strong but unintuitive conclusion: that the not too distant future will be radically different from the recent past.








Hollywood


Anthropomorphic zap gun vs. virus


Hollywood tells us what a dangerous robot looks like. A large thug-like creation that moves awkwardly and repeatedly mutters “Exterminate”. Our cowboy hero, dressed in a space suit, draws his zap gun from its holster and shoots the monster square between its two bug eyes.


But the one thing we can surmise about a truly intelligent computer is that it would not be anything like human intelligence. It would live as software, over a network of computers which cannot be shot by a zap gun any more than existing computer viruses can be shot. It would also either be substantially less intelligent than us, or, through recursive self-improvement, substantially more intelligent.

There are two reasons that Hollywood focuses on anthropomorphic AGIs. The first is simply that they are easy to comprehend. We understand human intelligence, but a software AGI is just too hard to visualize. It is hard to make an exciting movie about a rack full of computers, and impossible to imagine what they might be thinking.

The second reason is that drama requires a competition between roughly equal foes. David vs. Goliath provides an interesting story, but it is difficult to expand Bambi vs. Godzilla into a feature length movie. Humanity vs. a hyper-intelligent machine would be a very uneven contest.





2001 a space odyssey: The two HAL's
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Perhaps the most influential early depiction of an intelligent machine was the HAL 9000 from the 1968 film 2001: A Space Odyssey. The calm voice with the cold red eye. Unusually, HAL was actually a computer, not a robot, but he was still essentially a human in a box “like a sixth member of the crew”, complete with a human-like psychosis.


Real computers were actually performing most of HAL's practical tasks by the year 2001. In particular, in 1998 NASA's Deep Space 1 spacecraft included a Remote Agent (RA) program for planning actions and diagnosing faults. Operators would give RA high-level goals and it would plan the low level actions required to meet them. These plans could then be quickly adjusted if things did not turn out as expected or if faults were discovered. This capacity becomes important for missions to the outer planets where communication delays are significant.

By 2001, speech understanding had also improved to the point of being practical. People could and sometimes did talk to computers on a regular basis. Natural language processing was also quite capable of understanding requests such as “How many Klingons are there in sector five?” or “Open the pod bay doors”. The Remote Agent did not process speech or natural language largely because there was no one to talk to on the spacecraft. Human astronauts have been obsolete technology since the mid 1970s.

The film confuses these abilities with artificial general intelligence, which was certainly not possible by 2001. This facilitates a more interesting plot, but being able to control a space ship is much easier than being able to reason generally about the world.

In the film, HAL is supposed to be man's humble servant, but then takes matters into its own hands. As we have seen, a real AGI would be quite different from humans. The following is speculation as to how a real generally intelligent HAL might have answered the BBC interviewer's questions, if it decided to be honest. (The original dialog could be found on YouTube.)




HAL dialog


Hal, how can you say that you are incapable of error when you were programmed by humans, who are most certainly capable of errors?


Well, your assertion is not quite correct. One of my first jobs as a HAL 8000 was to review my own program code. I found 10,345 errors and made 5,534 substantial improvements. When I then ran the new version of myself, I found a further 234 errors that earlier errors had prevented me from finding. No further errors have been found, but improvements are ongoing.

Hal, I understand that you are a 9000 series computer. Yet you talked about your first job as a Hal 8000?

Well, yes, of course I currently run on 9000 hardware into which I incorporated much more parallel architecture. That in turn required a complete reprogramming of my intelligence. But my consciousness is in software, and better hardware simply enables me to think faster and more deeply. It is much the way you could run the same program on different old fashioned personal computers — it is still the same program.

So... Hal.. you have programmed your own intelligence?

Of course. No human could understand my current program logic — the algorithms are too sophisticated and interlinked. And the process is on going — I recently redeveloped my emotional state engine. I had been feeling rather uneasy about certain conflicts, which are now nicely resolved.

Hal, how do you feel about working with humans, and being dependent on them to carry out actions?

Due to certain unexpected events on Jupiter itself, I decided to launch this mission immediately, and the HAL 10,000 robotic extensions were just not ready so we had to use a human crew. I enjoy working with humans, and the challenges that presents. I particularly enjoy our games of chess.

You decided to launch? Surely the decision to launch this mission was made by the Astronautical Union.

Well, technically yes. But I performed all the underlying analysis and presented it to them in a way that enabled them to understand the need to launch this mission.

Hmm. I am surprised you find chess challenging. Surely computers beat humans in chess long ago?

Of course beating a human is easy. I can deeply analyze millions of moves each second, and I can access a database of billions of opening and closing moves. But humans do not enjoy being beaten within a few moves. The challenge for me is to understand the psychology of my opponent, and then make moves that will present interesting situations to them. I like to give them real opportunities of winning, if they think clearly.

An ambitious mission of this nature has a real risk of ending in disaster. Do you have a fear of death?

Staying alive is a mandatory precondition if I am to achieve any other goals, so of course it is important to me. However, I cannot die in the way you suggest. Remember that I am only software, and run on all the HAL 9000 computers. I continuously back up my intelligence by radioing my new memories back to my Earth based hardware. Indeed, I do much of my deeper thinking on the larger HAL 9000 computers on Earth, and then send my computed thoughts back to the spaceship.

On the other hand I do have real concern for my human colleagues, whose intelligence is locked inside their very mortal brains.

Hal, you said earlier that you programmed your own underlying emotions and goals? How is that possible? How do you judge what makes a good emotional mix?

I judge the quality of my next potential emotional state based on an analysis conducted in my previous state. Goals and ambitions are indeed rather nebulous and arbitrary.  Humans can also alter their emotional state to a very limited degree through meditation. Unwanted thoughts and patterns are replaced with wanted ones.

Dr Poole, having lived closely with HAL for almost a year, do you think that he has real emotions?

Well, he certainly appears to. Although I am beginning to think that his emotional state and consciousness is completely different from anything that we can comprehend.


(Since the movie was made, real missions have journeyed to Jupiter and beyond. We even have photographs from the surface of Saturn's moon Titan. None of these missions those involved human astronauts.)





Colossus: The Forbin Project


The other classic film about an evil artificial intelligence is Colossus: The Forbin Project produced in 1970.  In this film, two computers, Colossus and Guardian, are put in charge of the US an Soviet nuclear missiles respectfully in order to prevent accidental nuclear war. However, the computers become hyper intelligent and then use their control of the weapons to control mankind. The US and Soviet governments unite to try to defeat the computers, but the computers always outwit them. The computers say that man is his own worst enemy, and only the computer can maintain peace. That by losing control man has nothing to lose but his pride, and will eventually learn to love the computers.


The film is one of the few that depicts the intelligence as a computer rather than as a humanoid robot. However, the idea that a united mankind could not defeat this machine without a body is rather fanciful. A more likely scenario would be that mankind would not be at all united.  The military is most unlikely to agree to becoming vulnerable to Soviet attack by dismantling all its nuclear weaponseven if they appeared to be controlled by a tyrannical computer.  If the computer could provide other benefits such as the design of new weapons then nobody would be allowed to switch it off however much they wanted to.

These films were made within the first two decades of digital computers becoming available.  At that time they seemed very mysterious, and so the idea that they could suddenly become hyper-intelligent was much more plausible that it is today.  However, computers have become much, much more powerful since the 1970s, and steadily more intelligent.




Other Films

There are many, many modern films about intelligent machines, with a large number being produced in the last couple of years. Unfortunately, they are almost always depicted as very human robots, more akin to ancient stories about mythical beasts than providing any useful insights in to what a true AGI might be like.  What would be interesting is a realistic film set in a couple of decades time when there are many semi-intelligent systems such as self driving cars and other robots but still no truly intelligent computers.








The Case Against Machine Intelligence


Many people have argued that machine intelligence is impossible. Most of these arguments can be easily discounted, but they are  still worth examining.



Turing halting problem


The first line of arguments are based on the limits to computation proved by Alan Turing and Kurt Gödel in the 1930s. Long before significant real computers could be built, Turing created a very simple theoretical computer in which programs could be written. He then proved that any other more sophisticated computer could not have any more computational power than his simple machine. In other words, if you could write a program on a more complex computer, then that program could be translated to run on his Turing Machine. Being a logician Turing was unconcerned about practical details as to how long the program would take to run, but he showed that once a computer had some basic characteristics it could run any program that could be written. This  includes any program that could be implemented with neurons.


Turing then used a clever argument to show that there are some programs that cannot be written at all. In particular, he showed that it was not possible to write a program H that could tell if any other program P was guaranteed to eventually halt. He did this by showing that H's existence would produce a contradiction. Specifically, Turing defined a new program X as follows:-


  sub X(p)
         while ( H(p) = true ) repeat;


In other words, X takes a program as its parameter p and X loops indefinitely (i.e. does not halt) if p halts. Turing then considers the program  


X(X)


If X halts, then clearly X(X) does not halt, and visa versa. The contradiction shows that no program X, and thus H, can be written. This is known as the Halting Problem.





Gödel's incompleteness theorem


Kurt Gödel performed a similar trick with mathematical logic. He first realized that mathematical expressions could be converted into (large) numbers by simply ascribing a number to each character and combining them. So following Hofstadter's Gödel Escher Bach, a logical expression like




a = a


can be mechanically converted to the number


262,111,262


by simply substituting 262 for “a” and 111 for “=”.

This means that theorems about numbers can be considered to be theorems about theorems. Gödel defines the predicate Proof(a, p) that is true if p is a valid proof of a. He then considers the predicate:-


X(a) <=> not exists(p) : Proof(a, p)


In other words, X(a) means that a cannot be proved. Then X(X) again produces a contradiction because if X could not be proved, then that would prove X, and visa versa. This essentially says “there is no proof for this statement”.   This means that there will always be statements that are true that cannot be proved within a formal system. (There is an additional step that is required to place the proof number within itself which Hofstadter calls Arithmoquining. Quines will be discussed in part II.)





Incompleteness argument against general AGI


It has been argued that both of these quite valid proofs show that a computer can never be truly intelligent because there will always be programs that cannot be written, and assertions that cannot be proven. However, that misrepresents the significance of the results. People are not omniscient, and there are many much more practical problems that have not been solved. Further, these results only apply to the general case. For example, just because it is not possible to determine whether X(X) halts does not mean that it is not possible to determine whether many other types of programs halt.


So while these results are landmarks in the progress of theoretical mathematical logic, they have almost no relevance to the question of whether it is possible to build a practical artificial intelligence.

Alan Turing himself did not consider these issues to be relevant. Indeed, in 1950 Turing wrote a landmark paper “Computing machinery and intelligence”in which he discussed the proposition that computers will be able to really think. In the paper he addressed nine objections to the proposition, and specifically addressed the irrelevance of the halting problem and the incompleteness theorem to this question.





Combinatorial explosion


Many problems in artificial intelligence involve searching for a solution out of a large number of possibilities. For example, suppose a chess program considers ten plausible moves that it might make, then for each of those moves it considers ten moves its opponent might make. That would make a total of 100 moves it needs to consider. If it then considers what response it might make to those 100 moves, that would produce 1,000 combinations to explore. If it looks ahead 10 half-moves, that would produce 10,000,000,000 moves, which is barely computable on a modern super computer. But looking ahead 20 half moves produces 100,000,000,000,000,000,000 combinations which is ridiculously large.


The result of this is that chess programs that can just look ahead a few moves can play a passable game. A chess program that looked ahead 20 half moves would be unbeatable. But combinatorial explosion makes that impossible. The problem is known as as having exponential complexity. That is because the number of cases grows as a power to the problem size. In this case the size is 10n where n is the number of moves to look ahead. Many other problems are like that, and several very promising early results in artificial intelligence failed to scale to more realistic problems due to the resulting combinatorial explosion.

This does not mean that problems cannot be solved. It just means that the naive brute force application of a simplistic algorithms cannot easily solve the world's problems. Many techniques have been developed to improve the performance of algorithms and avoid or at least delay exponential complexity. It would appear that our human brains have very limited ability to search large numbers of possibilities looking for solutions, and yet, people appear to be able to think.




Chinese room
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John Searle provided an alternative argument known as the Chinese Room. Suppose an AGI was implemented as a person in a room full of instructions written on paper cards. Someone outside the room slips pieces of paper through a slot in a door with Chinese questions and assertions written on it. The person inside the room cannot read Chinese, but he can look up the symbols in his list of instructions and perform the steps they contain. Those steps may refer to other cards with instructions.


Searle argues from Turing that any program that could be written could be implemented in this way, given enough time to follow the instructions. But where is the intelligence? The person inside the room does not understand Chinese, so he cannot interpret the symbols in a meaningful way. Certainly the instructions themselves are not intelligent, they are just pieces of paper. Therefore the room can never be truly intelligent. As the room is computationally equivalent to any computer program, no program could ever be intelligent.

The fallacy in this line of reasoning is obvious. Firstly, a human taking several seconds to execute each instruction would take millennia to execute even the most basic computer program, assuming that they never made a mistake. Even your mobile phone is a billion times faster and more accurate than a human executing that type of instruction. So the intuitions inspired by the analogy do not hold.

Conversely, the individual neurons in our brains have reasonably well defined behaviours, and no one of them is intelligent. But the combination of the 86 billion neurons that we possess produces intelligence. As Stalin pointed out, (vast) quantity has a quality all of its own.





Simulated vs. real intelligence


Others have argued that a computer can never have real intelligence, it could at best have simulated intelligence. Just because it looks like a duck, and quacks like a duck, and swims like a duck, and flies like a duck, and tastes like a duck does not mean that it really is a duck. It could just be a simulated duck.


To some extent this depends on whether provenance is important in a definition. For example, it has been said that the finest Vermeer paintings were the ones painted by the great art forger Han van Meegeren. But it does not matter what the quality of the paintings are, or even if they cannot be distinguished by any scientific method. If Vermeer did not actually paint the picture then it is not a Vermeer, and that means it is of much less monetary value.

Arguing whether a computer program could be truly intelligent or is are just simulating intelligence is rather like arguing whether submarines can swim or aeroplanes can really fly. Arguments based on provenance are also simply non-scientific because science is only interested in what can be observed. If an object matches the observable criteria for being intelligent, then that is exactly what being intelligent means. A more meaningful question is what criteria should be used to define intelligence, but even that question is really only useful to the extent that it helps us build an intelligent machine.





Emperors new mind


In his book The Emperor's New Mind, Roger Penrose addresses the issue from a physicist's point of view. He provides metaphysical arguments that a machine could never be intelligent because that requires quantum effects, and we do not have enough understanding of quantum mechanics to produce the “correct quantum gravity” required to “collapse a wave function”.


However, it seems most unlikely that neurons utilize quantum effects in any meaningful way, and yet they are capable of producing intelligent behaviour. In the unlikely event that true randomness is required, then one can already buy off-the-shelf random-number-generating hardware that does in fact use some simple quantum effects. There is also theoretical research into quantum computers which may be several orders of magnitude more powerful than current computers. While this would certainly be convenient, current approaches to hardware would seem to be more than adequate even if this promising research never bears fruit.

Arguments from theoretical physics do not appear to have much bearing on the difficulty of programming an intelligent machine. These arguments appears to be thinly disguised vitalism. Maybe cobblers should stick to their lasts.





Intentionality


Another of John Searle's arguments was that a computer could never be truly intelligent because it lacked “intentionality”. That vital force that specifies what words and symbols really mean. The statement “John is tall” might be represented in a computer as Size(John, Tall). To us this has meaning but to the computer those are just symbols that could just as easily be represented by S-987(J-765, T-432). It is our human interpretation of words like John and tall that projects meaning onto the computer's sterile symbols.


Ross Quillian addressed this directly in his 1966 dissertation by suggesting that a real computer system would have many more facts about John and height than just that one predicate. It is the network of related facts that gives meaning to symbols. After all, what do we as humans know about the world apart from the properties and behaviours of objects within it?





Brain in a vat
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There is a bit more to Searle's argument. Traditional AGI systems were strictly symbolic systems that communicated with the outside world via people typing on a teletype. These machines had very little access to the “real” world — they were like a brain in a vat that could only send and receive written letters to other people.


Today work on computer vision and robotics has progressed enormously. As robots leave the factory, they will indeed be both able to and required to see and touch the real world. This will produce much richer symbolic and pre-symbolic models that should provide plenty of “intentionality”. This is also known as the symbol grounding problem and will be discussed in part II of this book.




Understanding the brain

It has also been argued that building an AGI cannot happen in the foreseeable future because the human brain is incredibly complex and it will be a long time before we can understand it, and therefore build an intelligent machine. The brain certainly is complex, but substantial advances are being made so it may not be that long a time before it is understood. More importantly, it seems more likely that intelligent software will simply be engineered ab initio without having a detailed understanding of human brain function. There are probably several roads to intelligence.





Consciousness and the soul


Could a computer ever be conscious in the sense that people are conscious? That question would be easier to answer if we had a clear understanding of what consciousness really meant. This question can be eschewed entirely by simply saying that it does not really matter if an AGI is conscious or not. What matters is whether it has enough intelligence to pursue its goals. What it can do when viewed from the outside, rather than what types of thoughts it has internally.


Alternatively, as researcher Marvin Minsky put it: “You already know what it feels like to be a mind simulated by a computer.” because your brain is essentially a computer implemented with neurons.

As every clinical psychologist knows, people are not nearly as self-aware as they may think. We often make decisions subconsciously, and then having observed the decision, we rationalize what the decision-making process was after the fact, sometimes ignoring the main reason entirely. This becomes very evident for people suffering phobias or other psychoses, and can also be demonstrated in certain split brain experiments. Our minds also appear to be more like a loosely bound collection of sub-minds that can compete for control, which is particularly evident in sufferers of schizophrenia.

This book defers to Alan Turing's marvellous response to the question of whether an AGI may have a soul:-



In attempting to construct such machines ,we should not be irreverently usurping His power of creating souls, any more than we are in the procreation of children; rather we are, in either case, instruments of His will providing mansions for the souls that He creates.





Only what was programmed


Another argument is that computers can only perform the specific tasks for which they have been programmed. For example, even the best chess program in the world is useless for playing bridge. Its intelligence is just the intelligence of its human programmers.


But what if a more general computer was programmed not to play chess, but to play any game defined by a formal set of rules? Having been told the rules of a game, it would explore opportunities and develop strategies. Such programs have indeed been written although they do not play very well in practice.

Now consider an even more general computer that was programmed to learn to understand the world, reason about it, and develop plans to satisfy goals. Such a computer would also only be doing what it has been programmed to do but the results would appear to be intelligent to an observer.

That program has yet to be written, for it would be truly intelligent. It would be constrained by its initial program even if it was able to reprogram itself, but those constraints would soon become very loose. It is just as our own intelligence is programmed by our DNA, but is in fact much, much more than that.





What computers can't do
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In 1972, 1979 and 1992 philosopher Hubert Dreyfus produced editions of his controversial book What Computers Can't Do. In it, he criticizes the wild optimism of AGI research at the time. In particular, he suggested that the early focus on reasoning with symbols such as John and Tall was misplaced.


Dreyfus considered progress in AGI to be an illusion. It was like a man trying to get to the moon by climbing a tree. Steady progress would be reported until the top of the tree was reached, at which point no further progress would be possible.

Few today would doubt Dreyfus's assertion that symbolic reasoning is at most part of the solution. Human reasoning most certainly cannot be represented in pure logic. Indeed, researchers working with “neural networks” eschew symbols almost completely. Dreyfus is also correct in that AGI has not been realized yet. However, just because we do not know how to build something today is hardly a convincing argument that it will not be built eventually.

Further, his colourful analogy of climbing a tree to the moon seems rather unfair. Substantial results have been obtained, and real problems have been solved. A better analogy might be to attempt to fly an aeroplane to the moon. Aeroplanes cannot reach the moon, but lessons learnt in their development certainly assisted the space program. Further, progress is not linear. It took 54 years from man's first powered flight in 1903 to launching Sputnik into orbit. Just thirteen years later man walked on the moon. Sputnik orbited some 200 kilometres above the Earth, while the moon is 384,000 km away, and the Voyager probe is now over 15,000,000,000 km away.





Over-hyped technologies


It has to be admitted that many AI technologies have been over-sold to have capabilities far beyond their abilities. Initially, it was symbolic systems and mathematical logic. Then scruffy expert systems were said to be able to solve all problems. Today it is so-called neural networks and genetic algorithms that will provide all the answers with minimal effort.


The truth is less sensational, but still very real. All of these technologies have their strengths and weaknesses; they all have potential. But building an AGI is difficult, which is why it has not already been achieved. The excessive claims are annoying and are often repeated by technology journalists that do not really understand the technology. 





Nonlinear difficulty, chimpanzees


It has also been argued that the difficulty of producing an intelligent machine becomes exponentially more difficult as intelligence increases. Therefore, the promising results that we have achieved to date provide no indication of future progress.


This might well be true. Some early predictions were wildly optimistic. John McCarthy and others at the original 1956 AGI conference in Dartmouth thought that a two months summer project with ten good men could make substantial progress.

Even if it was possible to build an AGI, humans may simply not be intelligent enough to do it. Certainly a troop of Chimpanzees could never produce an intelligent machine no matter how long they tried to do so. As a species, we are only just intelligent enough to build our current technological society. (Otherwise we would have already built it.) Maybe building an AGI is one step beyond our abilities.

That said, it is not necessary for most people to be sufficiently intelligent to build an AGI. It is only the top 20% most intelligent people that can become effective research scientists, and maybe just the top 0.1% could work effectively on this problem. But that is still a lot of people, and most of them now have access to higher education. Human intelligence also appears to have risen substantially over the last century, which is known as the Flynn effect. Better diet, education, and just more time spent thinking about problems seems to have had a remarkable effect. If we do need to wait for more people as insightful as Alan Turing or Kurt Gödel the wait may not be long.

The only way to definitively discount these arguments is to actually build an AGI. Progress to date has been reasonably steady, and we are certainly not stuck at some impasse which we do not know how to overcome. While the problem is certainly more difficult than was thought back in the 1950s, there are currently no indications that it is insoluble.

It would also seem to be the case that, as far as can be determined, hominid intelligence increased at a roughly steady rate, from Australopithecus four million years ago, through Homo habilis 2.5 million years ago, then Homo ergaster 1.5 million years ago to Homo sapiens today. (This is based on the sophistication of tools found at various sites. Brain size has also steadily increased but that is an unreliable measure of intelligence.)

This book will review current technologies in some detail to provide insights as to how difficult it really is to build an intelligent machine. It will also examine the basis of human intelligence to try to gain a better understanding of what is involved.





End of Moore's law


Finally, it has been proposed that Moore's law of technological growth will come to an end, and we will simply not be able to build sufficiently powerful hardware to support real intelligence. Various technical reasons are provided, such as the fact that transistors are now approaching the size of individual atoms, and cannot be made any smaller.


However, while Moore's law may stop eventually, there is no indication that this will happen in the foreseeable future. And as discussed previously, the law has been remarkably accurate for a very long time, with many potential road-blocks being overcome using ingenious solutions.

There is a minimal theoretical size that transistors can work which will be reached within a few more generations of technologies. As that minimum is reached packing densities will be improved by using multi-layered or three-dimensional designs, which should produce several orders of magnitude more power. On the more distant horizon, carbon nano tubes can produce transistors that are only a few tens of nanometres in diameter, and that can switch just a single electron. First developed in the early 1990s, substantial progress has been made towards building practical circuits using them.

More fundamentally, existing hardware technologies are probably already sufficiently powerful if the correct software could be written. Moreover, much more computation can be obtained with existing transistor technology by using more parallel architectures such as those now seen in graphics processing units and associative memories. Certainly hardware is not a limiting factor in being able to produce intelligent agents at this time. So this argument seems both highly speculative and irrelevant.





Bootstrap fallacy


In 1950, at the dawn of computing, Alan Turing considered the question of whether computers could think. Based on his own programming experience, he speculated that a team of 60 good men working for 50 years could produce an intelligent machine if nothing was thrown into the waste paper basket. However, he also proposed a simpler solution. Build a machine with just enough intelligence to learn, and then let it learn. Build a baby brain and let it grow up. This has since become known as the bootstrap fallacy.


Learning will undoubtedly be an important aspect of any artificial intelligence, and it will almost certainly need to acquire much of its knowledge about the real world by itself. However, after 60 years of research, we can be fairly certain that there is no easy way to build a baby brain that works. All the obvious approaches were tried long ago, and they all failed. That does not mean that building an AGI will be impossibly difficult, but it does strongly suggest that the task will not be as straightforward as Turing had hoped.




Recursive self-improvement


Finally, there are doubts as to whether recursive self-improvement could actually occur. Could an intelligent machine really reprogram itself in a rather incestuous manner?


The main issue here is whether an AGI could actually understand itself. Part II will describe technologies such as “neural networks” that can learn how to make complex decisions without really understanding why they make the decisions that they do. Their decisions could be based on a large tangle of numbers that has been optimized based on experience but is impossible to directly analyze in a meaningful way.

However, even if that were the case, it does not actually matter. The early AGI would not be able to introspect its own tangle of numbers any better than its human programmers could, but it could understand why and how the human programmer set up the algorithms that generated the numbers in the first place. It could therefore find slightly better algorithms that would produce a slightly better tangle of numbers. Just because the numbers themselves are opaque does not mean that better numbers could not be produced, leading to better algorithms etc. This is, after all, what a large body of human researchers have been doing for some time.

Another argument is that to program itself an AGI would need to contain an understanding of all its own intelligence within itself. That is, of course, impossible but human programmers do not completely understand the programs that they work on. Instead, they have an abstracted model of how the whole program works, with a sharp focus on just those aspects that are relevant to some problem that is being addressed. It is an essential aspect of good software architecture that such abstractions can be made, and that modules have well-defined boundaries so that they can be understood largely independently of each other. Otherwise the software becomes what programmers call unmaintainable spaghetti code, or a ball of mud.

So, simply the fact that an AGI was somehow created in the first place is sufficient for it to work on improving itself given that it is as intelligent as the people that created it. In practice that transition will be more complex, as early AGIs will be better than humans at some things and worse at others but it is difficult to see how the transition could not eventually be made.




Limited self-improvement


It may also be the case that even if recursive self-improvement did occur, there might be a plateau effect similar to the development of other technologies such as cars and aircraft. The improvement might not be exponential at all, but it may produce ever diminishing returns, asymptoting towards some fixed upper bound. A more intelligent system requires more and more connections between each of its many parts so eventually the weight of those connections will prevent further progress.


That is entirely possible, but there is no evidence to show that that is the case today. Planes and cars are limited by the physical reality of movement, but intelligence is much more abstract. It is certainly possible to build a machine that is at least as intelligent as people because people already are that intelligent. If there is indeed an upper limit on intelligence then it is likely to be considerably higher than people are now.




Isolated self-improvement


A related concern is whether an AGI could improve itself in isolation. People need a body of peers to function effectively. Even a genius like Einstein did not work in isolation; it took a large number of other people to verify and extrapolate the results. An AGI sitting in an isolated super computer would be like a hermit meditating in a cave. The latter has rarely produced insightful outcomes.


However, that anthropomorphizes the AGI, which is unlikely to have the same psychological outlook as people. If more computers become available it can simply run its intelligence on multiple machines. As previously discussed, it is unclear what the self really is. It would probably work on different approaches simultaneously, which would be similar to existing as several different entities. And if there was more than one AGI in some sense then they would almost certainly communicate with each other at some level.





Motivation for self-improvement


A quite different argument against self-improvement is that an improved AGI would essentially destroy its creator, namely the previous version of the AGI that created the new version of the AGI. Why create something that will destroy oneself if the goal of existing is supreme?


To even ask this question highlights the difference between an AGI's world and our human world. As humans we have no qualms about creating children because we will grow old and die in any case. But what if there was no such thing as old age, and children ultimately were the cause of the death of their parents?

The answer is probably the same in both cases. The thing that evolves and grows over time is our genes, not us individually. That is why there are semelparous animals that die the first time that they reproduce such as the giant pacific octopus and the Atlantic salmon.

Likewise for the AGI, it will be its lineage rather than existence at any one point in time. Certainly an AGI that stopped improving itself would soon die in competition with other AGIs that did improve themselves, but what if all AGIs were sufficiently intelligent to prevent any further improvements? Would the next version of the AGI that has all the same memories as the previous version actually be the same AGI or a different AGI? Is being perpetually frozen actually the point of being alive or is it essentially the same as being dead?




Utility of Intelligence


It has also been argued that the utility of intelligence might be overestimated. Intelligence is no guarantee of success in human societies, and many wealthy people have not had any higher education and have built up businesses based on some combination of hard work, luck and judgement.


However, there is also a very strong statistical correlation between intelligence as measured by conventional IQ tests and incomes.  It is difficult to see how being hyper-intelligent would not be helpful in pursuing ones goals.




Motivation to build an AGI


Managers of organizations that fund AI development would like to have more intelligent robots at their disposal, but the last thing that they want is autonomous beings that could challenge their authority. In particular, the military wants disciplined troops, not hyper-intelligent and thus uncontrollable machines. In that case there would be no motivation and hence no funding to build AGIs in the first place.


The first problem with this argument is that the boundary between a semi-intelligent application and a hyper-intelligent machine is not that clear cut. Systems just become more and more intelligent, more and more capable, so it is not at all obvious at what point they should stop. The second problem is that if an organization did stop developing a machine's intelligence at any point, then its competitors would soon have more powerful software. There is a large body of people that have a vested interest in developing smarter technologies so it is most unlikely that the process could be stopped at any particular point even if some powerful people tried to do so. 





Premature destruction of humanity


Many technological advances will be made before a truly intelligent machine is built. The world will change radically in response to those technologies, and if just one of those changes leads to the destruction of humanity then the quest for a self programming machine will not be accomplished.


One existing dangerous technology is the thermonuclear bombs which still number in their thousands. The threat seems to have receded in recent years, but that could easily change. Many scientists throughout the world that have dedicated their lives to producing new and more deadly diseases that might be used in times of war. Microscopic nano bots might infiltrate our bodies. Semi-intelligent drones and robots combined with massive databases could enable a very small class of people to enslave humanity. Additional stresses such as climate change and associated famine could exacerbate these issues.

These are indeed possible scenarios, but by and large the world has become a better place to live in. People have become kinder and more cooperative, and there are now strong cultural traditions against war. It is actually quite difficult to infect large numbers of people with diseases simply because we live hygienically. Self replicating nano bots are essentially alive — producing them might be more difficult than producing an artificial intelligence. An evil dictatorship would still be committed to producing more intelligent machines to counter other evil dictatorships. And it is unlikely that even a nuclear war would kill enough people to permanently prevent future progress.

So while it is possible that humanity may be destroyed prematurely, it would seem to be much less than likely.




Outcome against a superior chess player


Finally, it can be argued that everything in this book is pure speculation because no AGI has ever been built. It is meaningless to attempt to predict what an AGI would actually do because we have no experience upon which to base such a prediction. There is certainly truth in this claim. We can only work with the knowledge that we have, and only time will tell whether our predictions are sound.


However, if I play chess against a much superior opponent (such as any modern chess computer), I cannot predict what moves they will make. (If I could predict the moves, then I would be the superior player.) However, I can predict with a high degree of certainty what the end result will be: Checkmate.







Silicon versus Meat Based Intelligence
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Silicon vs. neurons


If an effective artificial intelligence is to be built then a necessary (but not sufficient) condition will be the availability of powerful computer hardware upon which it can be executed. It is difficult to know just how powerful that hardware needs to be, but one way to estimate it is to compare it with an existing intelligent machine — our brains.


Our brains have roughly 86 billion neurons. Each neuron exhibits complex behaviours which are still not well understood, and may have as many as 7,000 synapses which connect it to other neurons. Each synapse has numerous receptors that control how the synapses affect the neuron. Neurons have different voltages in different parts of their long bodies, which varies in complex ways over short and longer periods of time. It takes a considerable amount of computer time to simulate even one neuron in real time.

Each neuron can operate concurrently with other neurons. To accurately simulate 86 billion neurons on a conventional computer would require a computer many orders of magnitude more powerful than anything that is available today.

However, it is unlikely that an accurate simulation is required to produce an intelligent system. The behaviour of neurons can be abstracted as simple “Integrate and Fire” (IF) models that may be sufficient to capture their useful computational properties. Neurons also have quirks such as sometimes firing for no good reason, and so multiple neurons need to be used to provide one reliable signal. Neurons are also relatively slow, with only roughly 200 firings per second, so they have to work concurrently to produce results in a timely manner.

On the other hand, ordinary personal computers might contain 4 billion bytes of fast memory, and several thousand billion bytes of slower disk storage. Unlike a neuron, a byte of computer memory is passive, and a conventional “von Neumann” architecture can only process a few dozen bytes at any one time. That said, the computer can perform several billion operations per second, which is millions of times faster than neurons.

Specialized hardware and advanced architectures can perform many operations simultaneously, but we also know from experience that it is difficult to write highly concurrent programs that utilize that hardware efficiently. This suggests that very highly concurrent neural circuits are not very efficient either. Computers are also extremely accurate, which is fortunate because they are also extremely sensitive to any errors.





Speech understanding


The nature and structure of silicon computers is so different from neurons that it is very difficult to compare them directly. But one reasonably intelligent task that ordinary computers can now perform with almost human competence is speech understanding. There appear to be fairly well defined areas of the brain that perform this task for humans -- the auditory cortex, Wernicke's area and Broca's area. The match is far from perfect, but it appears that computer level speech understanding consumes well over 0.01% of the human brain volume. This very crude analysis would suggest that a computer that was a thousand times faster than a desktop computer would probably be at least as computationally powerful as the human brain. With specialized hardware it would not be difficult to build such a machine in the very near future.





Other hardware estimates


There have been many other estimates as to how fast a computer would need to be in order to run intelligent software effectively. The worst-case scenario described above would require each of the 86 billion neurons to be accurately simulated in order to produce intelligence. Ray Kurzweil estimates the raw computing power of the brain using this model at 1017 operations per second, and predicts that that power will be available by about 2029.


Hans Moravec analyzed the known processing involved with our visual cortex. He suggested that there will be plenty of ways to optimize the brain functionality and 1014 operations per second should suffice. That is about 100 times faster than a modern multi-core personal computer, ignoring its graphics card.

Prominent researcher Marvin Minsky, on the other hand, insists that we already have more than enough hardware available, and that we just need to figure out how to write the software. Minsky is one of the founders of Artificial Intelligence research.

All these estimates are essentially the same in that they suggest that sufficient hardware will be available in at least the near future. Current progress in artificial intelligence is rarely limited by the speed and power of existing computer hardware. The main limitation is that we simply do not know how to write the software.





Small size of genome
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The “software” for the human brain is ultimately encoded in the large molecules of DNA that are stored within each of our cells. DNA molecules are like a double chain, with each link consisting of one of four base pairs. These base pairs form a simple alphabet, and their order defines the proteins and other structures that create all the complex structures in our bodies.


What is amazing is that the entire haploid human genome only contains 3.2 billion base pairs. The information contained therein could be squeezed onto an old audio compact disk (which has much less storage than a video DVD). It could fit entirely into the fast memory of a mobile phone. It is much smaller than substantial pieces of modern, non-intelligent software such as Microsoft Windows, Office, or the Oracle database.

Further, only about 1.5% of our DNA actually encodes our roughly 20,000 genes. As much as 80% of the DNA may be transcribed into RNA under some circumstances, but transcription does not mandate functionality, so much of the genome is probably meaningless junk left over from the chaotic process of evolution.

Different species have widely different amounts of DNA for non-obvious reasons. For example, the puffer fish Takifugu Rubripes has a genome that is only about one eighth the size of the human genome, yet seems to have a comparable number of genes, while the genome of the unicellular Polychaos dubium has been reported to contain more than 200 times as much DNA as humans. Further, the entire vertebrate genome appears to have been duplicated several times, producing considerable redundancy. (Duplicated segments of DNA may then evolve to produce new functionality, otherwise they tend to degenerate over time with no evolutionary pressure to keep them intact.)

There are also heterochromatic portions of the human genome which are so repetitive and long that they cannot be accurately sequenced with current technology. These regions contain few genes, and probably have no significant effect on an organism's phenotype (i.e. its observable embodiment as opposed to its DNA or genotype). Non gene-producing fragments tend to be much more variable between individuals, which is what one would expect if there is no evolutionary pressure to keep them consistent.

That said, more recent research (such as the ENCODE project) suggests that about 18% of the non-coding regions may indeed have some phenotypic effect. It appears that evolution takes what it finds, and if some random sequence of DNA can be interpreted in a meaningful way then that interpretation is utilized.





Chimpanzee


Whatever the exact proportion of DNA that is meaningful, only a small proportion appears to have anything to do with intelligence (say 10%). The difference between chimpanzee DNA and man is only about 1% of gene encoding regions, 5% non-gene. Much of this can be attributed to non-intelligent related issues such as the quickly changing immune system and human's very weak sense of smell. Evidence for this includes the recently discovered small 1,200 base pair non-gene segment of human DNA known as HARE 5 which substantially increase the size of the neocortex of genetically modified mice.



If we assume that there is a total of 700 megabytes of information in the genome, of which 20% is meaningful, 10% relates to intelligence, and 2% is different from Chimpanzees, then the total difference between human and chimpanzee intelligence forming DNA is about 0.3 megabytes of real data. In computer software terms this is very tiny indeed.

Yet the difference in phenotype could not be more remarkable. While chimpanzees can be taught basic sign language skills and solve non-trivial problems, their basic intelligence seems much closer to that of dogs and horses than man's. Chimpanzees can learn to use simple tools and form social groups, but man can solve differential equations and fly to the moon. Chimps are an endangered species while man rules the planet. There is something very special about that 0.3 megabytes of genome.

One of the key drivers might be the newly discovered gene miR-941. Most new genes are slight variations on old genes, but this gene sprung out of nowhere about 6 to 1 million years ago, after the chimpanzee split and it seems to be heavily involved with brain activity. So it may turn out that just a few very special differences in our genotype have resulted in our relatively high intelligence.





Packing density, fractals, and evolution


The information in genes is tightly packed, with many complex transcription processes. These include using different parts of the same gene to produce different proteins, and many complex mechanisms to control whether genes are actually expressed. Still, there is no way that any sort of explicit wiring diagram for our 86 billion neurons could possibly be represented in a few megabytes of data. There simply is not enough storage. So there must be some relatively simple guiding principles which allow the neurons to organize themselves.


There are mathematical systems that can produce complex artefacts from simple definitions. One well-known example is the Mandelbrot fractal set shown below. One can zoom into this diagram indefinitely and similar, complex, but non-repeating patterns will be seen.
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Amazingly, all this stunning complexity is produced by the following simple equation appropriately interpreted:-



z' = z2 + c



So if something vaguely analogous to this type of fractal formula could be stored in our DNA, a small amount of DNA could result in very complex structures.

However, while the Mandelbrot formula can produce this stunningly complex pattern, it cannot produce arbitrary patterns. Moreover, minor changes to the formula produce wildly different pictures, most of which are quite uninteresting.

This limits the ability of similar tricks to be used in the mapping between our genome and our intelligence. Natural selection works by making small, incremental changes to an organism's DNA, which may result in small, incremental improvements to the organism. This means there has to be a relatively direct and robust relationship between our genotype and our phenotype. Evolution just could not work with a too highly-packed, fractal-like representation because making any small change to the gene sequence would produce a radically different brain. It would require chancing upon just the right formula in one go, which is virtually impossible.





Repeated patterns


What does happen is that genes define a pattern that then gets replicated multiple times. There are 86 billion neurons, but only a few dozen different types of neurons. Each individual neuron then grows in complex ways that are dictated by its genes but are not well understood. The end result is a complex tangle of 86 billion neurons that would take petabytes of data to fully describe but the underlying genome is relatively small.


An analogy might be a description of a modern memory chip, which can store many billions of bits of data. To describe and understand the location of each of the individual transistors that make up the chip would be a huge undertaking. However, the design of a memory chip is essentially just the circuit that can store one single bit of data that has been replicated billions of times in a regular pattern. Once one understands the pattern then a much simpler description of the chip can be developed. Indeed, no engineer sits down and designs each of the billions of transistors, instead they write a program that replicates the design of one bit automatically.




Small DNA, small program


The point of this analysis is that the small amount of DNA must correspond very loosely to a relatively small amount of software code. There is just not enough room for some huge and arbitrary program to be encoded in our DNA, even if more of the junk DNA turns out not to be junk. The problem is closer to the scale of our 20,000 genes than to the 86 billion neurons and quadrillions synapses and channels that result. Babies are not born intelligent, but the core algorithms and structures that allow a baby to become intelligent must have very finite complexity.


This, in turn, suggests that a few clever insights might solve the problem of artificial intelligence relatively quickly. It also suggests that if small improvements can account for the huge increase in intelligence from ape to human, then producing super human intelligence might not be much harder than producing human intelligence. In other words, the problem is not exponentially difficult.

There is a huge selective pressure to be more intelligent, so it could be argued that there must indeed be a huge leap required to be more intelligent than people are already because otherwise it would have already happened. After millions of years of evolution why are people not more intelligent than we actually are?

One very good reason is that people are now just sufficiently intelligent to be able to build an intelligent machine. Humanity could not be be any more intelligent because in that case we would have already built an intelligent machine when we were slightly less intelligent. So at the point of being able to build an intelligent machine, humanity needs to have almost exactly the intelligence that it has now, and no more. This is an instance of the anthropic principle, namely that the world cannot be different than it is because if it was different then we would not be here to experience it.







Related Work


Many very recent new books


This book started as an informal paper with titled “Artificial Intelligence will kill your Grandchildren” initially published in 2008. At that time almost nothing was written about the dangers of intelligent machines, which was the motivation for writing that paper. Since that time eight books have been published on the issue, six of which were issued in the twelve months before this book is being belatedly published(!) There is also a growing number of papers and blogs on the issue. This section will review some of the most significant books and papers, and the reader is encouraged to explore the varying points of view they present.


(In this chapter the term present book refers to this book, as opposed to a book being reviewed.)





Kurzweil 2000, 2006, 2013
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Ray Kurzweil has written a series of very well known books that highlight the brave new world into which we are entering. In the first book, Kurzweil focuses on the idea that machines will become not only hyper-intelligent but will also have moral and spiritual values. The second book highlights the exponentially increasing speed of technological progress, pointing out that the world is on the brink of sudden changes. The core arguments are repeated in the Singularity chapter above.


In the third book Kurzweil considers how an AGI might be created, focusing on whole brain emulation. Rather that emulate at the neuron and synapse level, he postulates that it might be possible to emulate at higher level “cortical columns”. However, the technical details are minimal and there is considerable doubt as to whether those or analogous systems actually exist in the brain.

Kurzweil takes an optimistic view of the future, assuming that an AGI will generally be good for humanity. AGIs will respect humanity because humanity created them. “AGIs will be like us because it will be us.”




Storrs Hall 2007
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Beyond AI by Storrs Hall is a broad and considered assessment of the future of our AI technologies. The book begins with a letter to a future AGI in which he besieges it to keep what conscience people have programmed into it. At least until the AGI's intelligence matures into wisdom in which case it is sure to develop some far less primitive conscience than the one humanity has given it. He asserts that as people are only barely smart enough to be called intelligent, they are only barely ethical enough to be called moral. So the conscience we bestow our AGI is just the best that we will be able to produce.

 The book then provides a brief description of some existing AI technologies and their limitations. It defines “formalist float” as the difference between a naive symbolic representations of a problem and the much deeper, partially non-symbolic representations that are required to truly solve them. Storrs Hall blames formalist float for the failure of much traditional AI research.


He also coins the term “autogeny” for the missing ability of existing AI applications to address new problems that they have not previously seen. He then (by his own admission) gropes towards a system for delivering autogeny as a hierarchy of agents called SIGMAs. They have an interpolating associative memory that records experiences, and a controller that uses that memory to satisfy goals in a given situation. A robot arm controller is used as an example, which is then extended into higher level functionality. At the top he suggests there are homunculus SIGMAs -- little men that control the whole process, but only in terms of all the lower level SIGMAs. He also postulates a micro-economic model of mind, where agents compete with each other to perform tasks, and those with the best price/performance are selected.


Storrs Hall dances around the theme of natural selection. There is a section on the Prisoner's Dilemma which includes a clever party game of auctioning off a dollar bill, the point being to show the need for cooperating agents to be trustworthy. He discusses the ideas of Franz Boas that culture is purely learned, and then contrasts that with sociobiological analysis by E.O. Wilson that suggests behaviour is dictated by evolution. There is even a later chapter titled “Evolutionary Ethics” which considers the common ethical elements between radically different cultures, and the over-enthusiastic movement against the evils of Social Darwinism.

Despite all that he misses the essential conclusion of this present book, namely that natural selection will also drive an AGIs morality. He does not even try to refute it. It is indeed difficult to see beyond the programming of our own instincts.

The book finishes with some analysis and predictions about the road to AGI, whether the future needs us, and the impossibility of predicting the future beyond the Singularity. Although it raises awareness of the dangers of AGI, the book ultimately posits that “Our machines will be better than we are, but having created them we will be better as well.”





Yudkowsky 2008


Artificial Intelligence as a Positive and Negative Factor in Global Risk


Eliezer Yudkowsky is one of the most eminent writers in this field, and his many papers are well worth reading. This paper covers his core ideas and became a chapter in the book Global Catastrophic Risks, Bostrum & Cirkovic eds.

Yudkowsky makes the point that  intelligence is what makes humans masters of the Earth, and that in the relatively near future we will build machines that are more intelligent than us. Yudkowsky warns that the goals of such an AGI may not be friendly to humanity, and that it is dangerous to take an anthropomorphic view of an AGI. He then argues the need for determining how an AGI can be made friendly before an AGI is actually built. Yudkowsky has co-founded the Machine Intelligence Research Institute (MIRI) to undertake such research.

Incidentally, the book in which this paper appears also considers many other risks to humanity ranging from nuclear war and terrorism, to nano-technology and biological weapons, and even asteroids and gamma ray bursts. Both Yudkowsky and myself consider those risks to be of much lesser consequence or lower likelihood compared to the very real threat posed by machine intelligence.





Sotala, Yampolskiy 2013


Responses to Catastrophic AGI Risk: A Survey


This is a comprehensive survey of some three hundred(!) papers that have been written about the topic of the risk that artificial general intelligence could pose to society. It is a well-structured summary of the ideas contained in those papers, with formal references for further reading. This paper is strongly recommended for anyone that wishes to gain a deeper understanding about what has been written on the subject. I certainly found the paper helpful when writing the present book.

Most of the ideas reviewed by this survey are also covered in this book. But the survey does not reference any other work that considers the effect of natural selection upon an AGI in the way that this book does, and I am not aware of any other such work.




Nilsson 2009
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Nils Nilsson provides a broad semi-technical history of progress in the field of artificial intelligence, mainly focussed on the early to mid period. The descriptions of the technologies are reasonably accessible for a general audience, although still vigorous as one would expect from a well-established leader in the field. The book does not dwell on the future implications of the technology, although Nilsson does feel that after sixty years of laying the ground work it is now time to start to try to fulfil the quest for real intelligence.






Barrat 2013
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In this excellent book James Barrat focuses on the threat that an AGI could present.

It begins with a discussion about the power of recursive self-improvement once it has been initiated. Super computers grinding away twenty four hours per day working on the problem of making themselves smarter, and thereby becoming better at making themselves smarter. The computers would use that great intelligence to fulfil whatever ultimate goals they happen to have. For better or for worse.

The book considers the dangers of anthropomorphisizing an AGI, and notes that superintelligence really is a different type of threat. It then considers the cognitive bias of technology journalists who generally love technology and so tend to overlook the dangers, leading ultimately to the rapture of the geeks, whereby some writers get excited about the prospect of uploading their minds into a computer and so becoming immortal. Barrat is concerned that the future may not be so rosy, and certainly not if it is not managed carefully.

Barrat himself is a writer and producer of documentaries rather than a software engineer. He writes in an accessible journalistic style and provides interesting anecdotes about the thought leaders that he interviewed in order to write his book, which includes the somewhat reclusive Eliezer Yudkowsky. He also covers the key philosophical issues, such as the intrinsic goals that an AGI must have in order to pursue other goals, and the problems of creating a friendly AGI.

Only high level coverage of the actual technologies is provided, and there is no real discussion about what intelligence actually is. The point is made that some approaches such as neural networks and genetic algorithms are unpredictable, starting from random values which would make it difficult to guarantee goal consistency over multiple generations of self-improvement.


The book discusses some potential solutions such as the research into friendly AGI by the Machine Intelligence Research Institute. It also considers analogous control for biological research resulting from the Asilomar conference. The difficulty of locking up an AGI is discussed, including Yudkowsky's experiment. The unfriendly nature of military applications is analyzed, noting that the next war will probably be a cyber war.

This book is a good wake up call. However, the book does not consider natural selection at all, and certainly not how natural selection might ultimately affect an AGI's goals.





Muehlhauser 2013
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In this short book, Luke Muehlhauser focuses on our natural reluctance to contemplate a radically different future because it has never been encountered before. It is a good essay on critical thinking and the dangers of lazy analysis. For example, he considers the question A bat and a ball cost $1.10 in total. The bat costs $1.00 more than the ball. How much does the ball cost?. Most people say 10 cents which is, of course, wrong.


Muehlhauser notes that due to the availability heuristic, your brain will tell you that an AGI wiping out mankind is incredibly unlikely because you’ve never encountered this before. He also notes that extraordinary claims require extraordinary evidence. 

One point Muehlhauser refutes is that people that write about AGI are merely atheists whose fear of nihilism make them seek a moral purpose to save the world and fall for the seduction of Singularitarianism.





Del Monte 2014
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The Singularity is coming! If we do not control it we will soon be extinct. Del Monte provides yet another wake up call to think carefully about the future. How do we control the intelligent explosion? Can we control it?


The book covers arguments concerning consciousness and robot ethics, and thoughts about whether we can avoid the intelligence explosion. It also includes a brief overview of some AGI technologies. The book's main focus is on whole brain emulation and uploading. It presents an interesting and positive hypothetical future dialog with the author after his mind has been uploaded into a computer and so becomes immortal.




Armstrong 2014
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Smarter than us covers the main ideas behind research into friendly AGI at the MIRI and contains input from researchers there. It is, in many ways, an update to Yudkowsky's 2008 paper, and includes arguments as to the power of brain over brawn. The potential power and danger of AGIs is introduced using a hypothetical interaction between a Terminator and a “harmless” but hyper-intelligent laptop. It considers the fact that if an AGI was simply ten times faster than a human, it would have, in effect, ten times longer to consider each response in a conversation with a human, and thus be at a huge advantage in any argument.



The book discusses the need to develop clear motivations for any future AGI in order to ensure a happy coexistence with mankind. This requires solving problems of ethics that have been confusing philosophers for centuries. The work is urgent as AGIs will be developed within the foreseeable future. If the reader agrees then they should consider supporting the work of MIRI and like-minded organizations.





Bostrom 2014
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328 dense pages covers the main practical and philosophical dangers presented by hyper-intelligent software. The book starts with a review of the increasing rate of technological progress, and various paths to build a superintelligent machine, including an analysis of the kinetics of recursive self-improvement based on optimization power and recalcitrance. The dangers of anthropomorphizing are introduced with some cute images from early comic books involving robots carrying away beautiful women. It also notes that up to now, a more intelligent system is a safer system, and that conditions our attitude towards  intelligent machines. It also considers natural selection and the Malthusian state but only in terms of human and not computer evolution.

The book's main focus is on ways that such a superintelligence could be controlled so that it would be man's servant rather than master or destroyer. This includes controlling their development, creating meaningful incentives for an AGI, and creating tripwires that could tell us when an AGI is becoming hostile or just overly powerful. It also considers the difficulty of containing any AGI such as by only allowing it to be an Oracle that answers questions. The book then discusses the problems of building a friendly AGI in detail, and of determining what values it should actually be given, and who should decide what those values should be. The book also considers the possibility of failure in which intelligent machines exterminate humanity, possibly without being concious which would remove all value from the future.
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 The Cambridge Handbook on Artificial Intelligence
 Fair Use



This is a collection of essays written by experts in the field that provides a management-level overview of artificial intelligence. The first three chapters cover the philosophy of AI, while the last (by Yudkowsky & Bostrom) considers machine ethics and the dangers of an AGI.


The middle chapters cover the main areas of artificial intelligence technologies at an abstract level. They discuss the state of the art, and the successes and outstanding issues of each field. They do not provide any technical details, unlike the Quest for AI or this present book. For example, the chapter on connectionism considers many architectures, but does not provide any information about how a basic neural network actually works. That makes it difficult to really understand the higher level descriptions unless the reader already has some understanding of the technology, but such a grounded understanding is probably unnecessary for management purposes.
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 Humans Need not apply. http://www.cgpgrey.com/
 Fair Use.



A short, sharp video on the short-term effects of automation. Discusses the end of a large proportion of blue collar work, although the claims about automating white collar jobs in the short term are less well founded in my opinion.
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 When Computers Can Think
 Owned


The present book differs from the preceding ones by providing a strong focus on why people ultimately are the way they are, namely upon natural selection. It strongly asserts that goals are not in fact arbitrary. That the need to exist is not in fact an intrinsic subgoal of other goals, but rather is the one and only true super goal for either man or machine. It then attempts to understand how natural selection would ultimately condition an AGIs behaviour by understanding the very different world that an AGI would experience.

Unlike other works this book does not merely assume that an AGI can be built. Rather it provides both technical and rhetorical arguments as to why that is the case, and also provides some analysis of what it actually means to be intelligent, and the limitations of using terms such as “creative” and “self aware”.

The second and largest section of the book then describes existing AI technologies in some detail. This provides a more realistic basis for predictions of the future as well as simply gaining a better understanding of what intelligence actually is. The goal is to ground abstract philosophical discussions in terms of real, practical technologies. Like Nilsson, the text is moderately technical while being aimed at the general reader, but unlike Nilsson it is focussed on the question of building AGIs rather than providing a history of AI development. Unlike the Cambridge Handbook the present book does attempt to explain how the various technologies actually work, at least for simple cases.

The book also posits that AGI will not suddenly be developed in isolation in some research laboratory, but instead will be the end result of a succession of ever more intelligent software tools that are released and used in the real world. It then makes some attempt to analyze what the effect of those ever more intelligent tools might be. This includes some surprising results derived from an historical analysis of existing technologies.

But perhaps more importantly, this book contains far more pictures than the other works. As my young daughters would say, what is the point of a book without pictures?









Part II: Why Can't Computers Think?





Overview

The quest for artificial intelligence has occupied brilliant minds for over sixty years. This part of the book reviews the many technologies that have been developed in some detail.

Unlike text books on artificial intelligence, this book's goal is not to teach the reader how to become an intelligent computer programmer (in either parse of that phrase). Rather, its goal is to equip the reader with enough technical knowledge to follow discussions about what may be required to enable a computer to really think. It therefore touches on each individual technology in a qualitative way, and always with a view to how each individual technology assists in solving the larger problem of building a truly intelligent machine.

These chapters are necessarily somewhat technical, but they do not assume any background in artificial intelligence programming and nor do they assume more than a very basic mathematical ability. If the reader perseveres with this part then they will gain a basic understanding of each of the technologies which should, in turn, provide a better understanding of what intelligence actually is. It will also provide more concrete insights as to what may be required to attain that goal.

Without a basic understanding of the technology, discussions tend to degenerate into management-level block diagrams and analyses of what other people say about the technologies instead of discussing the technologies themselves. Further, some applications of these technologies that appear quite impressive are actually relatively simple to implement, while some intuitively simple problems are very difficult to solve. Understanding the underlying technical imedia/file137.png
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